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Cirrascale Background 
 Before becoming a cloud company, Cirrascale designed and 

manufactured cutting-edge multi-GPU servers for HPC and deep learning. 

 Launched the first 8-GPU “peered” system at SC2012 (PCIe Gen 2!) 

 We gained knowledge and experience in Deep Learning and AI by 
working with thought leaders and innovators to develop optimized 
architectures. 

 NVIDIA, AMD, Nervana, OpenAI, Samsung Research, NYU  

 Our acute focus on enabling deep learning allows us to develop, pilot, 
and deliver the optimal servers and clusters specifically for our customers 
needs, providing up to 25% better performance over traditional cloud-
based providers.  

 



AI/DL Common Use Cases 
 Computer Vision 

 Image Classification 

 Object Detection 

 Segmentation 

 Speech & Natural Language Processing 
 Voice Recognition 

 Language Translation 

 Denoising 

 Recommendation Engines 



AI/DL Customer Problem (Scaling) 
 Single Largest Problem – I/O Scalability 

 Scaling up by adding more systems can create issues at scale. 

 Scaling out is required in order to effectively balance and use all the 
available system resources.  

 Typically, bottlenecks will occur at the I/O level between local cache, 
GPUs, network interface cards and processors. 

 Any one of these bottlenecks can greatly reduce performance and 
cause latency within the workflow. 

 Customers must improve I/O capacity to achieve optimal results. 

 



AI/DL Customer Problem (Scaling) 
 Single Largest Problem – Handling MASSIVE amounts of 

data and processing it in an efficient manner 

 Scaling up by adding more CPU cores and more and stronger GPUs 
solves one part of the problem, but creates another 

 NVIDIA's latest creation The DGX-A100 is a giant leap in technology in 
terms of internal system I/O.  In nearly every aspect Nvidia increased 
internal I/O and resources by 4X or more 

 Typically, system bottlenecks occurred inside the server and the 
external I/O while important, was not as critical to these workloads, 
that all hanged with the well balanced A100 server 

 



External I/O Scalability with Confidence 
 How to scale? 

 Direct attached devices ensures no introduced latency 

 Balanced I/O through the whole workflow desired 

 End to End PCIe Gen4 components provide cutting- 
edge communication: 

 AIC Auriga Mainboard 

 AMD EPYC Rome Processors 

 Kioxia PCIe Gen 4 NVMe Drives  

 Mellanox PCIe Gen 4 ConnectX-6 HDR NIC 



Total Scalable Solution 
 Service Provider – Cirrascale Cloud Services 

 Client Frontend – NVIDIA DGX A100 Servers 

 AMD EPYC Processors 

 Kioxia PCIe Gen 4 NVMe Drives  

 Mellanox PCIe Gen 4 ConnectX-6 HDR NIC 

 Storage Solution 

 AIC HP201-AG Servers 

 IBM Spectrum ECE Storage Software 

 Full-Bisection Mellanox HDR switching 

 



Network Configuration 


