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Safety Information 

When installing, operating, or performing maintenance on this equipment, the following safety 

precautions should always be followed to reduce the risk of fire, electric shock, and personal injuries. 

 

 Read and understand all instructions. 

 Observe warnings and instructions marked on the product. 

 For proper mounting instructions, please consult the User’s Manual provided with this 

product. 

 Do NOT place this product on an unstable cart, stand, table or uneven surface that might 

cause the product to fall and sustain serious damage. 

 Only install the equipment identified in the User’s Manual. Use of other equipment could 

cause improper connection of circuitry and may result in fire or personal injury. 

 This product should only be operated with the type of power source indicated on the 

marked label.  If you are uncertain about which type of power supply is used in your area, 

consult your dealer or local Power Company. 

 Disconnect the power supply module before removing power from the system. 

 Unplug this product from the wall outlet before cleaning. Use a damp cloth for cleaning. 

Do not use liquid cleaners or aerosol cleaners. 

 Do not use this product near a water source, such as a faucet. 

 Never spill liquids of any kind on this product. 

 Never shove objects of any kind into this product’s open slots, as they may touch 

dangerous voltage points or short out parts and could result in fire or electric shock. 

 Do not block or cover slots and openings in this unit, as they were made for ventilation 

and prevent this unit from overheating. Do not place this product in a built-in installation 

unless proper ventilation is available. 

 Do not disassemble this product. This product should only be taken apart by trained 

personnel.  Opening or removing covers and circuit boards may expose you to electric 

shock or other risks.  Incorrect reassembly can also cause electric shock when the unit is 

subsequently used. 

 Risk of explosion is possible if battery is replaced with an incompatible type.  Dispose of 

used batteries accordingly. 

 This product is equipped with a three-wire grounding type plug, a plug with a third 

(grounding) pin.  As a safety feature, this plug is intended to fit only into a grounding type 

power outlet. If you are unable to insert the plug into the outlet, contact your electrician to 

replace the outlet. Do not remove the grounding type plug or use a 3-Prong To 2-Prong 

Adapter to circumvent the safety feature; doing so may result in electric shock and/or 

damage to this product. 
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About This User Manual 

 This document provides a detailed description of the SB401-CP2 including: 

 General Features of the Product  

 Hardware Setup 

 Motherboard Settings 

 BIOS Configuration and Settings 

 BMC Configuration and Settings 
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Chapter 1. Product Introduction 

 

 

1.1 General Information 

SB401-CP2, a 4U Storage Server Barebone, supports two Intel
®
 Xeon

®
 processors E5-2600/2600 v2 

series. SB401-CP2 has a 24 x 3.5” front and 2 x 2.5” rear HDD bays in the rear side as system drive 

bays. It is a perfect building block for Storage Servers. 

 

System Package Contents 

Check your package for the following items: 

Motherboard Intel S2600CP2 

 

 

Components 

1 x 1100W 1+1 Hot-swap Redundant Power Supply 

24 x Hot-Swap 3.5” HDD Trays 

2 x Hot-Swap 2.5” HDD Trays 

3 x System Fans 

2 x Rear System Fans 

 

 

Accessories 

2 x Power Cords 

Option A: 1 x Internal SATA Cable 

Option B: 6 x Internal SATA Cables 

1 x 28” Rail (28” inner; 26” outer) 

2 x Heatsinks 
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1.2 System Specifications 

Dimensions (with chassis ears/protrusions) 

W x D x H  
mm: 483 X 679 X 173.5 

inches: 19 X 26.7 X 7 

Motherboard 

 
Intel®  Server Board S2600CP2 

Processor  

 

▪ Supports 2 x Intel®  Xeon®  E5-2600/2600 v2 Processors 

▪ LGA 2011 Socket 

▪ Thermal Design Power up to 135-W 

Chipset 

 
Intel®  C600 series chipset 

System Memory 

 

▪ 4 memory channels per CPU socket 

▪ 2 memory channels with 2DPC 

▪ 2 memory channels with 1DPC 

▪ 12 DIMM slots support up to: 

      - 384GB DDR3 1600/1333/1066/800 RDIMM SR, DR, and QR 

      - 96GB DDR3 1333/1066 UDIMM SR and DR 

      - 384GB DDR3 1333/1066 LRDIMM QR 

Front Panel 

Buttons Power on/off and system reset 

Indicators Power, LAN 1, LAN 2, and HDD LEDs 

Drive Bays 

 

▪ Front: 24 x 3.5” hot-swap SATA/SAS HDD bays 

▪ Rear: 2 x 2.5” hot-swap SATA/SAS/SSD bays  

Expansion Slots 

 
▪ 6 x PCIe slots (full height, full length) 

SATA/SAS Backplane 

 

▪ Option A: 24 x 3.5” SAS 6G B/P SGPIO single 28P-EXP  

▪ Option B: 6 x 3.5” 4 in 1 SAS 6G B/P SGPIO with mini SAS connector 

RAID Support 

▪ Intel®  RSTe SW RAID 0/1/10/5 

▪ LSI®  SW RAID 0/1/10 

Video Support 

Integrated Matrox G200 2D Graphics controller 

LAN 

2 x Gigabit network through Intel®  I350 10/100/1000 Mb integrated MAC and PHY 
controller 
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Internal I/O Connectors/ Headers 

▪ 1 x 2x5 pin connector providing front panel support for 2 x USB ports 

▪ 1 x internal Type-A USB2.0 port 

▪ 1 x internal USB port to support low profile eUSB SSD 

▪ 1 x DH-10 serial Port B connector 

▪ 1 x 1x7pin header for optional Intel®  Local Control Panel support 

Rear Panel 

I/O 

▪ 1 x DB-15 VGA output 

▪ 1 x DB9 serial port 

▪ 2 x RJ-45 10/100/1000Mb Ethernet ports 

▪ 4 x USB2.0 ports 

Indicators 

▪ Diagnostics LED 

▪ ID LED 

▪ System Status LED 

Power Supply 

 

▪ 1100W AC 1+1 high efficiency (80+ Gold Level) redundant PSU 

▪ 90-264VAC, 47-63 Hz 

System Cooling 

 
Middle: 3 x 120 x 38mm easy-swap fans 

Server Management 

 

▪ Onboard Server Engines* LLC Pilot III* Controller 

▪ Support for Intel®  Remote Management Module 4 solutions 

▪ Intel®  Light-Guided Diagnostics on field replaceable units 

▪ Support for Intel®  System Management Software 

▪ Support for Intel®  Intelligent Power Node Manager (Need PMBus - compliant power 
supply) 

Operating Environment 

 

▪ Temperature: -10ºC ~ 60ºC (14ºF ~ 140ºF) for storage 

                         0ºC ~ 35ºC (32ºF  ~ 95ºF) for operating 

▪ Humidity: 5% ~ 95% non-condensing 
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1.3 Front View of SB401-CP2 

     

LED Icon Color System Behavior Controls Icon System Behavior 

Power LED  
 

Green  
Solid: System 
On Off: System 
Off  

Power 
ON/OFF   

Push for Power On or 
Off  

LAN LED  
 

Green  
Light: Link Blink: 
Activity  

System 
Reset  

 

Push for System Reset 
Non-maskable interrupt  

HDD LED  
 

Green  Blink: Activity  USB port 
 

For USB device 
connection 

 

 

1.4 Rear View of SB401-CP2 

 

PCIe SlotsI/O PortsPower Supply

2.5” HDD
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1.5 Top View of SB401-CP2 

easy swap

fans

3.5” HDD

PSU

Intel

S2600CP2 MB

3.5” HDD

Rear I/O
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Chapter 2. Hardware Setup 

This section demonstrates maintenance procedures in replacing a defective part once the SB401-

CP2 appliance is installed and is operational. 

 

2.1 Chassis Cover 

2.1.1 Removing the Chassis Cover 

1. Release screws from rear side. 

2. Slide the cover backward to remove it from the chassis. 

  

2.2 Central Processing Unit (CPU)  

Caution: When unpacking a processor, hold the processor only by its edges to avoid 
touching the contacts. 
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2.2.1 Installing the CPU 

 

 A. Open the Socket Lever 

 NOTE: Release the levers in the order as shown 

1. Push down the lever handle on the OPEN 1st side and away from the socket 

to release it. 

 

2. Repeat the steps to release the lever on the other side. 

B. Open the Load Plate 

 

1. Press the locking lever slightly to raise the load plate. Open the load plate all 

the way. 
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 C. Install the Processor 

Caution: The underside of the processor has components that may damage the socket 

pins if installed improperly. Processor must align correctly with the socket opening 

before installation. DO NOT DROP processor into the socket! 

 1. Take the processor out of the box and remove the protective shipping cover. 

 2. Orient the processor with the socket so that the processor cutouts match the 

four orientation posts on the socket. 

 3. Note location of gold key at corner of processor.  

 

Caution: When unpacking a processor, hold by the edges only to avoid touching the 

gold contact 
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2.2.2 Installing the CPU Heatsink  

Caution: The heat sink has thermal interface material (TIM) on the underside of it. 
Use caution so that you do not damage the thermal interface material. Use gloves to 
avoid sharp edges. 

1. Get heat sink from the shipping position. 

2. Remove the protective film on the TIM if present. 

3. Align heat sink fins to the front and back of the chassis for correct airflow. Airflow 

goes from front-to-back of chassis. 

The heat sink has four captive fasteners and should be tightened using the following 

procedure: 

4. Using a #2 screwdriver, finger-tighten each fastener diagonally as shown by the 

numbers in the diagram below. 

5. Securely re-tighten each fastener again in the same order as performed in Step 

4. 

 Caution: Do not over-tighten fasteners.  

 

 

 

 

 

 

 

 

 

 

 



 

14 

 

2.2.3 Diagram of the Correct Installation 

NOTE: The heat sink’s fans should be blowing toward the rear end of the chassis. If one of the fans is facing 

the wrong direction, please remove the heat sink and reinstall it so that it is facing the correct direction.    

AIRFLOW 

AIRFLOW 

FAN 

FAN 
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2.3 System Memory 

2.3.1 Supported Memory 

UDIMM Support 

Ranks Per 
DIMM and 
Data Width 

Memory Capacity Per 
DIMM 

Speed (MT/s) and Voltage Validated by Slot per 
Channel (SPC) and DIMM 

Per Channel (DPC) 

Intel®  Server Board S2600CP (2 Slots per Channel) 

1DPC 2DPC 

1.35V 1.5V 1.35V 1.5V 

SRx8 Non- 
ECC 

1GB 2GB 4GB n/a 1066, 1333 n/a 1066, 1333 

DRx8 Non- 
ECC 

2GB 4GB 8GB n/a 1066, 1333 n/a 1066, 1333 

SRx16 Non- 
ECC 

512MB 1GB 2GB n/a 1066, 1333 n/a 1066, 1333 

SRx8 ECC 1GB 2GB 4GB 
1066, 
1333 

1066, 1333 1066 1066, 1333 

DRx8 ECC 2GB 4GB 8GB 
1066, 
1333 

1066, 1333 1066 1066, 1333 

RDIMM Support 

Ranks Per 
DIMM and 
Data Width 

Memory Capacity Per 
DIMM 

Speed (MT/s) and Voltage Validated by Slot per 
Channel (SPC) and DIMM 

Per Channel (DPC) 

Intel®  Server Board S2600CP (2 Slots per 
Channel) 

1DPC 2DPC 

1.35V 1.5V 1.35V 1.5V 

SRx8 1GB 2GB 4GB 
1066, 
1333 

1066, 1333, 
1600 

10,661,333 
1066, 1333, 

1600 

DRx8 2GB 4GB 8GB 
1066, 
1333 

1066, 1333, 
1600 

10,661,333 
1066, 1333, 

1600 

SRx4 2GB 4GB 8GB 
1066, 
1333 

1066, 1333, 
1600 

10,661,333 
1066, 1333, 

1600 

DRx4 4GB 8GB 16GB 
1066, 
1333 

1066, 1333, 
1600 

10,661,333 
1066, 1333, 

1600 

QRx4 8GB 16GB 32GB 800 1066 800 800 

QRx8 4GB 8GB 16GB 800 1066 800 800 
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LRDIMM Support 

Ranks Per 
DIMM and Data 

Width 

Memory Capacity 
Per DIMM 

Speed (MT/s) and Voltage Validated by Slot per 
Channel (SPC) and DIMM 

Per Channel (DPC) 

Intel®  Server Board S2600CP (2 Slots per Channel) 

1DPC and 2DPC 

1.35V 1.5V 

QRx4 
(DDP) 

1GB 2GB 1066 1066, 1333 

QRx8 
(P) 

2GB 4GB 1066 1066, 1333 

 

2.3.2 Memory Population Rules 

Each processor provides four banks of memory, each capable of supporting up to 2 DIMMs. 

 DIMMs are organized into physical slots on DDR3 memory channels that belong to 

processor sockets. 

 The memory channels from processor socket 1 are identified as Channel A, B, C, and D. 

The memory channels from processor socket 2 are identified as Channel E, F, G, and H. 

 The silk screened DIMM slot identifiers on the board provide information about the 

channel, and therefore the processor to which they belong. For example, DIMM_A1 is 

the first slot on Channel A on processor 1; DIMM_E1 is the first DIMM socket on 

Channel E on processor 2. 

 The memory slots associated with a given processor are unavailable if the 

corresponding processor socket is not populated. 

 A processor may be installed without populating the associated memory slots provided 

and a second processor is installed with associated memory. In this case, the memory is 

shared by the processors. However, the platform suffers performance degradation and 

latency due to the remote memory. 

 Processor sockets are self-contained and autonomous. However, all memory subsystem 

support (such as Memory RAS, Error Management,) in the BIOS setup is applied 

commonly across processor sockets. 

 

On the Intel®  Server Board S2600CP a total of 16 DIMM slots are provided (2 CPUs – 4 

Channels/CPU, 2 DIMMs/Channel). The nomenclature for DIMM sockets is detailed in the 

following table: 

Processor Socket 1 Processor Socket 2 

(0) 

Channel A 

(1) 

Channel B 

(2) 

Channel C 

(3) 

Channel D 

(0) 

Channel E 

(1) 

Channel F 

(2) 

Channel G 

(3) 

Channel H 

A1 A2 B1 B2 C1 C2 D1 D2 E1 E2 F1 F2 G1 G2 H1 H2 
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The following are generic DIMM population requirements that generally apply to both the Intel®  

Server Board S2600CP. 

 The “farthest fill first” rule must be followed when filling DIMM slots on any memory 

channel. 

 A maximum of 8 ranks can be installed on any one channel, counting all ranks in each 

DIMM on the channel. 

 DIMM types (UDIMM, RDIMM, and LRDIMM) must not be mixed within or across 

processor sockets. 

 Mixing ECC with non-ECC DIMMs (UDIMMs) is not supported within or across processor 

sockets. 

 Mixing Low Voltage (1.35V) DIMMs with Standard Voltage (1.5V) DIMMs is not supported 

within or across processor sockets. 

 Mixing DIMMs of different frequencies and latencies is not supported within or across 

processor sockets. 

 LRDIMM Rank Multiplication Mode and Direct Map Mode must not be mixed within or 

across processor sockets. 

 Only ECC UDIMMs support Low Voltage 1.35V operation. 

 QR RDIMMs may only be installed in DIMM Slot 1 or 2 on a channel. 

 2 DPC QR Low Voltage RDIMMs are not supported. 
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 In order to install 3 QR LRDIMMs on the same channel, they must be operated with Rank 

Multiplication as RM = 2. 

 RAS Modes Lockstep, Rank Sparing, and Mirroring are mutually exclusive in this BIOS. 

 Only one operating mode may be selected, and it will be applied to the entire system. 

 If a RAS Mode has been configured, and the memory population will not support it during 

boot, the system will fall back to Independent Channel Mode and log and display errors 

 Rank Sparing Mode is only possible when all channels that are populated with memory 

meet the requirement of having at least 2 SR or DR DIMM installed, or at least one QR 

DIMM installed, on each populated channel. 

 Lockstep or Mirroring Modes require that for any channel pair that is populated with 

memory, the memory population on both channels of the pair must be identically sized. 

 

2.3.3 Publishing System Memory 

The BIOS displays the “Total Memory” of the system during POST if Quite Boot is disabled in the 

BIOS setup. This is the total size of memory discovered by the BIOS during POST, and is the sum 

of the individual sizes of installed DDR3 DIMMs in the system. 

The BIOS displays the “Effective Memory” of the system in the BIOS setup. The term Effective 

Memory refers to the total size of all DDR3 DIMMs that are active (not disabled) and not used as 

redundant units. 

The BIOS provides the total memory of the system in the main page of the BIOS setup. This total is 

the same as the amount described by the first bullet above. 

If Quite Boot is disabled, the BIOS displays the total system memory on the diagnostic screen at the 

end of POST. This total is the same as the amount described by the first bullet above. 
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2.4 Drive Bays 

2.4.1 Installing or Replacing 3.5” Hot-swap SAS/SATA HDD 

1. Release a drive tray by pushing the unlock button to open the latch. 

2. Firmly grasp the tray latch and pull the drive out of the drive slot. 

                         

 

3. Place one 3.5” HDD on the tray and then secure it with four screws on both sides 

of HDD tray. 

 

4. Slide the drive into the drive slot until it is fully seated. Make sure the drive tray is 

correctly secured in place when its front edge aligns with the bay edge. Close the 

lever to lock the drive in place.  

                        

 

5. Repeat steps from 1 to 4 to install the rest of the HDDs. 
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2.4.2 Installing or Replacing 2.5” Hot-swap SAS/SATA HDD or SSD 

1. Release a drive tray by pushing the unlock button to open the latch. 

2. Firmly hold the tray lever and pull the drive out of the bay. 

 

3. Place one 2.5” HDD on the tray and then secure it with four screws on each side of 

the bottom. 

                                         

4. Slide the drive into the drive slot until it is fully seated. Make sure the drive tray is 

correctly secured in place when its front edge aligns with the bay edge. Close the 

lever to lock the drive in place. 
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2.5 System Fans  

2.5.1 Removing or Replacing the System Fans 

Hold the fan lever firmly and pull the fan out of the server chassis to remove the fan module -

from the server chassis. 

 

  

2.6 Power Supply 

2.6.1 Removing or Replacing the Power Supply Module 

Hold the PSU lever and firmly pull the PSU out of the server chassis. 
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Chapter 3. Motherboard Settings 

 

 

This section describes the jumpers, internal connectors and internal LEDs settings on Intel S2600CP2 

motherboard. Motherboard layout and important jumper settings are listed below. 

3.1 Motherboard Layout 
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3.2 Motherboard block diagram 

 

 

 

 

 

3.3 Internal Connectors 

Callout Description Callout Description 

A Slot 1, PCI Express* Gen3 AC System Fan 4 connector 

B RMM4 LITE AD Internal eUSB SSD 

C RMM4 NIC AE TPM 

D Slot 2, PCI Express* Gen3 AF System Fan 2 

E Slot 3, PCI Express* Gen3, open-ended 

(blue connector) 

AG System Fan 1 

F Slot 4, PCI Express* Gen3 AH PMBus* 

G Battery AI Type-A USB 

H Slot 5, PCI Express* Gen3, from second 

processor, open-ended (blue connector) 

AJ LCP 

I Slot 6, PCI Express* Gen3, support riser 

card 

AK HDD activity LED 

J DIMM E1/E2/F1/F2 AL Main Power 

K System Status LED AM SATA 3G connector 

L ID LED AN SATA 6G connector 
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M Diagnostic LED AO SATA SGPIO 

Callout Description Callout Description 

N NIC 3/4 (only on Intel®  Server Board 

S2600CP4) 

AP SATA/SAS 3G connector (NOT available 

on Intel®  Server Board S2600CP2J) 

O USB 0/1/2/3, NIC 1,2 AQ SAS SGPIO 2 

P VGA AR Password Clear 

Q Serial Port A AS SAS SGPIO 1 

R Processor 2 Fan connector AT IPMB 

S Processor 2 Power connector AU ME Force Update 

T System Fan 7 connector AV BMC Force Update 

U DIMM H1/H2/G1/G2 AW HSBP_I
2
C 

V Processor 1 Power connector AX USB to front panel 

W DIMM A1/A2/B1/B2 AY BIOS Default 

X System Fan 5 connector AZ Intel®  C600 RAID Upgrade key connector 

Y System Fan 6 connector BA BIOS Recovery 

Z Processor 1 Fan connector BB Serial B connector 

AA DIMM C1/C2/D1/D2 BC SSI Front Panel (24-pin) and NIC 3/4 led 

(4-pin) 

AB System Fan 3 connector BD Chassis Intrusion 

 

Note: The following PCI Express* connectors are blue to indicate that they are open-ended: 

 Connector E: Slot 3, PCI Express* Gen3, open-ended. 

 Connector H: Slot 5, PCI Express* Gen3, from second processor, open-ended 
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3.4 Intel®  Server Board S2600CP Jumper Blocks 

The server boards have several 3-pin jumper blocks that you can use to configure, protect, or recover specific 

features of the server boards. 

The following symbol identifies Pin 1 on each jumper block on the silkscreen: ▼ 

 

Server Board Jumpers (J1D3, J1D2, J1E3, J1E4, J1F1) 

Jumper Name Pins System Results 

J1D3: BIOS 
Recovery 

1-2 Pins 1-2 should be connected for normal system operation. (Default) 

2-3 
The main system BIOS does not boot with pins 2-3 connected. The system only 
boots from EFI-bootable recovery media when a recovery BIOS image is 
present. 

J1D2: BIOS 
Default (that is, 
CMOS Clear) 

1-2 These pins should have a jumper in place for normal system operation. (Default) 

2-3 
If pins 2-3 are connected when AC power unplugged, the CMOS settings clear in 
5 seconds. Pins 2-3 should not be connected for normal system operation. 

J1E3: ME 
Force Update 

1-2 ME Firmware Force Update Mode – Disabled (Default) 

2-3 ME Firmware Force Update Mode – Enabled 
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Jumper Name Pins System Results 

J1E4: BMC 1-2 BMC Firmware Force Update Mode – Disabled (Default) 

Force Update 2-3 BMC Firmware Force Update Mode – Enabled 

J1F1: 
Password Clear 

1-2 These pins should have a jumper in place for normal system operation. (Default) 

2-3 
To clear administrator and user passwords, power on the system with pins 2-3 
connected. The administrator and user passwords clear in 5-10 seconds after 
power on. Pins 2-3 should not be connected for normal system operation. 

 

3.5 Rear I/O Layout 

The following drawing shows the layout of the rear I/O components for the server boards. 

 

 

Callout Description Callout Description 

A Serial Port A E Diagnostics LEDs 

B Video F ID LED 

C 
NIC Port 1, USB Port 0 (top) and 1 

(bottom) 
G System Status LED 

D 
NIC Port 2, USB Port 2 (top) and 3 

(bottom) 
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Chapter 4. Intel®  Server Board S2600CP 
Platform Management 

 
4.1 Server Management Function Architecture 

4.1.1 Feature Support 

4.1.1.1 IPMI 2.0 Features 

The IPMI 2.0 features are as follows: 

 Baseboard management controller (BMC) 

 IPMI Watchdog timer 

 Messaging support, including command bridging and user/session support. 

 Chassis device functionality, including power/reset control and BIOS boot flags support. 

 Event receiver device: The BMC receives and processes events from other platform 

subsystems. 

 Field Replaceable Unit (FRU) inventory device functionality: The BMC supports access to 

system FRU devices using IPMI FRU commands. 

 System Event Log (SEL) device functionality: The BMC supports and provides access to a 

SEL. 

 Sensor Data Record (SDR) repository device functionality: The BMC supports storage and 

access of system SDRs. 

 Sensor device and sensor scanning/monitoring: The BMC provides IPMI management of 

sensors. It polls sensors to monitor and report system health. 

 IPMI interfaces 

 Host interfaces include system management software (SMS) with receive message queue 

support, and server management mode (SMM). 

 IPMB interface 

 LAN interface that supports the IPMI-over-LAN protocol Remote Management Control 

Protocol (RMCP, RMCP+) 

 Serial-over-LAN (SOL) 

 ACPI state synchronization: The BMC tracks ACPI state changes that are provided by the 

BIOS. 

 BMC Self Test: The BMC performs initialization and run-time self-tests and makes results 

available to external entities. 
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4.1.1.2 Non-IPMI features 

The BMC supports the following non-IPMI features. This list does not preclude support for future 

enhancements or additions. 

 In-circuit BMC firmware updating 

 Fault resilient booting (FRB): FRB2 is supported by the watchdog timer functionality. 

 Chassis intrusion detection (dependent on platform support) 

 Basic fan control using Control version 2 SDRs 

 Fan redundancy monitoring and support 

 Power supply redundancy monitoring and support 

 Hot-swap fan support 

 Acoustic management: Support for multiple fan profiles 

 Signal testing support: The BMC provides test commands for setting and getting platform 

signal states. 

 The BMC generates diagnostic beep codes for fault conditions. 

 System GUID storage and retrieval 

 Front panel management: The BMC controls the system status LED and chassis ID LED. It 

supports secure lockout of certain front panel functionality and monitors button presses. The 

chassis ID LED is turned on using a front panel button or a command. 

 Power state retention 

 Power fault analysis 

 Intel®  Light-Guided Diagnostics 

 Power unit management: Support for power unit sensor. The BMC handles powergood 

dropout conditions. 

 DIMM temperature monitoring: New sensors and improved acoustic management using 

closed-loop fan control algorithm taking into account DIMM temperature readings. 

 Address Resolution Protocol (ARP): The BMC sends and responds to ARPs (supported on 

embedded NICs). 

 Dynamic Host Configuration Protocol (DHCP): The BMC performs DHCP (supported on 

embedded NICs). 

 Platform environment control interface (PECI) thermal management support 

 E-mail alerting 

 Embedded web server 

 Integrated KVM 

 Integrated Remote Media Redirection 

 Lightweight Directory Access Protocol (LDAP) support 

 Intel®  Intelligent Power Node Manager support 
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4.1.1.3 New Manageability Features 

Intel®  S2600CP Server Platforms offer a number of changes and additions to the manageability 

features that are supported on the previous generation of servers. The following is a list of the 

more significant changes that are characteristic to this generation of Integrated BMC based Intel®  

Server boards: 

 Sensor and SEL logging additions/enhancements (For example, additional thermal 

monitoring capability) 

 SEL Severity Tracking and the Extended SEL 

 Embedded platform debug feature allows capture of detailed data for later analysis. 

 Provisioning and inventory enhancements: 

。 Inventory data/system information export (partial SMBIOS table) 

 Fan speed control enhancements 

 DCMI 1.1 compliance (product-specific) 

 Support for embedded web server UI in Basic Manageability feature set. 

 Embedded web server enhancements: 

。 Human-readable SEL 

。 Additional system configurability 

。 Additional system monitoring capability 

。 Enhanced on-line help 

 KVM redirection enhancements: 

。 Support for higher resolution 

 Support for EU Lot6 compliance 

 Management support for PMBus* rev1.2 compliant power supplies 

 BMC Data Repository (Managed Data Region Feature) 

 Local Control Display Panel 

 System Airflow Monitoring 

 Exit Air Temperature Monitoring 

 Ethernet Controller Thermal Monitoring 

 Global Aggregate Temperature Margin Sensor 

 Memory Thermal Management 

 Power Supply Fan Sensors 

 Energy Star Server Support 

 Smart Ride Through (SmaRT)/Closed Loop System Throttling (CLST) 

 Power Supply Cold Redundancy 

 Power Supply FW Update 

 Power Supply Compatibility Check 

 BMC FW reliability enhancements: 

。 Redundant BMC boot blocks to avoid possibility of a corrupted boot block resulting in a 

scenario that prevents a user from updating the BMC. 

。 BMC System Management Health Monitoring 
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4.1.2 Basic and Advanced Features 

The bellowing table lists basic and advanced feature support. Individual features may vary by platform. 

See the appropriate Platform Specific EPS addendum for more information. 

 

Basic and Advanced Features 

Feature Basic Advanced 

IPMI 2.0 Feature Support   

In-circuit BMC Firmware Update   

FRB 2   

Chassis Intrusion Detection   

Fan Redundancy Monitoring   

Hot-Swap Fan Support   

Acoustic Management   

Diagnostic Beep Code Support   

Power State Retention   

ARP/DHCP Support   

PECI Thermal Management Support   

E-mail Alerting   

Embedded Web Server   

SSH Support    

Integrated KVM    

Integrated Remote Media Redirection    

Lightweight Directory Access Protocol (LDAP)   

Intel®  Intelligent Power Node Manager Support   

SMASH CLP   

 

4.1.3 Integrated BMC Hardware: Emulex* Pilot III 

4.1.3.1 Emulex* Pilot III Baseboard Management Controller Functionality 

The Integrated BMC is provided by an embedded ARM9 controller and associated peripheral 

functionality that is required for IPMI-based server management. Firmware usage of these hardware 

features is platform dependent. 

The following is a summary of the Integrated BMC management hardware features that comprise the 

BMC: 

 400MHz 32-bit ARM9 processor with memory management unit (MMU) 

 Two independent10/100/1000 Ethernet Controllers with Reduced Media Independent 

 Interface (RMII)/Reduced Gigabit Media Independent Interface (RGMII) support 

 DDR2/3 16-bit interface with up to 800 MHz operation  

 16 10-bit ADCs 
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 Sixteen fan tachometers 

 Eight Pulse Width Modulators (PWM) 

 Chassis intrusion logic 

 JTAG Master 

 Eight I2C interfaces with master-slave and SMBus* timeout support. All interfaces are SMBus* 2.0 

compliant. 

 Parallel general-purpose I/O Ports (16 direct, 32 shared) 

 Serial general-purpose I/O Ports (80 in and 80 out) 

 Three UARTs 

 Platform Environmental Control Interface (PECI) 

 Six general-purpose timers 

 Interrupt controller 

 Multiple Serial Peripheral Interface (SPI) flash interfaces 

 NAND/Memory interface 

 Sixteen mailbox registers for communication between the BMC and host 

 LPC ROM interface 

 BMC watchdog timer capability 

 SD/MMC card controller with DMA support 

 LED support with programmable blink rate controls on GPIOs 

 Port 80h snooping capability 

 Secondary Service Processor (SSP) provides the HW capability of offloading time critical 

processing tasks from the main ARM core. 

Emulex* Pilot III contains an integrated SIO, KVMS subsystem, and graphics controller with the 

following features: 

 

4.1.3.1.1 Super I/O (SIO) 

The BMC integrates a super I/O module with the following features: 

 Keyboard Style/BT interface for BMC support 

 Two Fully Functional Serial Ports, compatible with the 16C550 

 Serial IRQ Support 

 Up to 16 Shared GPIOs available for host processor 

 Programmable Wake-up Event Support 

 Plug and Play Register Set 

 Power Supply Control 

 

4.1.3.1.2 Graphics Controller 

The graphics controller provides the following features: 

 Integrated Graphics Core with 2D Hardware accelerator 

 High speed Integrated 24-bit RAMDAC DDR-2/3 memory interface with 16Mbytes of memory 

allocated and reported for graphics memory. 
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4.1.3.1.3 Remote Keyboard, Video, Mouse, and Storage (KVMS) 

The Integrated BMC contains a remote KVMS subsystem with the following features: 

 USB 2.0 interface for Keyboard, Mouse, and Remote storage such as CD/DVD ROM and 

floppy 

 USB 1.1/USB 2.0 interface for PS2 to USB bridging, remote Keyboard and Mouse 

 Hardware Based Video Compression and Redirection Logic 

 Supports both text and Graphics redirection 

 Hardware assisted Video redirection using the Frame Processing Engine 

 Direct interface to the Integrated Graphics Controller registers and Frame buffer 

 Hardware-based encryption engine 

 

Integrated BMC Hardware 
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4.2 Server Management Functional Specifications 

 

4.2.1 BMC Internal Timestamp Clock 

The BMC maintains an internal timestamp clock that is used by various BMC subsystems for time 

stamping SEL entries. As part of BMC initialization after AC power is applied or the BMC is reset, 

the BMC initializes this internal clock to the value retrieved from the SSB component’s RTC by a 

SMBus* slave read operation. This is the system RTC and runs on battery power as well, so it 

maintains the current time even when there is no AC supplied to the system. 

4.2.1.1 System Clock Synchronization 

The BIOS must send the Set SEL Time command with the current system time to the BMC during 

system Power-on Self-Test (POST). Synchronization during very early POST is preferred, so that 

any SEL entries recorded during system boot can be accurately time stamped. 

Additionally, during sleep state transitions other than S0, the BIOS will synchronize the time. 

If the time is modified through an OS interface, then the BMC’s time is not synchronized until the 

next system reboot. 

 

4.2.2 System Event Log (SEL) 

The BMC implements the system event log as specified in the Intelligent Platform Management 

Interface Specification, Version 2.0. The SEL is accessible regardless of the system power state 

through the BMC's in-band and out-of-band interfaces. 

The BMC allocates 95231 bytes (approximately 93 KB) of non-volatile storage space to store 

system events. The SEL timestamps may not be in order. Up to 3,639 SEL records can be stored 

at a time. Any command that results in an overflow of the SEL beyond the allocated space is 

rejected with an “Out of Space” IPMI completion code (C4h). 

4.2.2.1 Sensor Data Record (SDR) Repository 

The BMC implements the sensor data record (SDR) repository as specified in the Intelligent 

Platform Management Interface Specification, Version 2.0. The SDR is accessible through the 

BMC’s in-band and out-of-band interfaces regardless of the system power state. The BMC 

allocates 65,519 bytes of non-volatile storage space for the SDR. 
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4.2.3 Field Replaceable Unit (FRU) Inventory Device 

The BMC implements the interface for logical FRU inventory devices as specified in the Intelligent 

Platform Management Interface Specification, Version 2.0. This functionality provides commands 

used for accessing and managing the FRU inventory information. These commands can be 

delivered through all interfaces. 

The BMC provides FRU device command access to its own FRU device and to the FRU devices 

throughout the server. The BMC controls the mapping of the FRU device ID to the physical device. 

 

 

4.2.4 BMC Beep Codes 

The BMC may generate beep codes upon detection of failure conditions. Beep codes are 

sounded each time the problem occurs (for example, on each power-up attempt), but are not 

sounded continuously. Frequently encountered codes are listed in the table below. 

 

Each code corresponds to a specific sequence of beeps. Each digit in the code represents the 

number of beeps. 

 

BMC Beep Codes 

Code Reason for Beep Associated Sensors 

1-5-2-1 No CPUs installed or first CPU socket is empty. CPU Missing Sensor 

1-5-2-4 MSID Mismatch. MSID Mismatch Sensor. 

1-5-4-2 
Power fault: DC power is unexpectedly lost (power good 
dropout). 

Power unit – power unit 
failure 
offset. 

1-5-4-4 Power control fault (power good assertion timeout). 
Power unit – soft power 
control 
failure offset. 

1-5-1-2 VR Watchdog Timer sensor assertion VR Watchdog Timer 

1-5-1-4 
The system does not power on, unexpectedly powers off, 
or a power supply unit (PSU) that is incompatible with one 
or more PSUs in the system is present 

PS Status 
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4.2.5 Diagnostic Interrupt (NMI) Button 

The BMC generates an NMI pulse under certain conditions. The BMC-generated NMI pulse duration is 

at least 30 ms. Once an NMI has been generated by the BMC, the BMC does not generate another NMI 

until the system has been reset or powered down. 

The following actions cause the BMC to generate an NMI pulse: 

a. Receiving a Chassis Control command to pulse the diagnostic interrupt. This command does 

not cause an event to be logged in the SEL. 

b. Watchdog timer pre-timeout expiration with NMI/diagnostic interrupt pretimeout action enabled. 

Following table shows behavior regarding NMI signal generation and event logging by the BMC. 

Causal Event 

NMI 

Signal 
Generation 

Front Panel Diag Interrupt 
Sensor Event Logging 

Support 

Chassis Control command (pulse diagnostic 
interrupt) 

 
 

Front panel diagnostic interrupt button 
pressed 

  

Watchdog Timer pre-timeout expiration with 
NMI/diagnostic interrupt action 

  

 

 

4.2.6 BMC Watchdog 

The BMC FW is increasingly being called upon to perform system functions that are so time-critical that 

failure to provide these functions in a timely manner can result in system or component damage. Intel®  

Server Platforms introduces a BMC watchdog feature to provides an automatic recovery mechanism as 

a safeguard against this scenario. It can also provide automatic recovery of functionality that has failed 

due to a fatal FW defect triggered by either a rare sequence of events or a BMC hang due to some type 

of HW glitch (e.g. power). 

This feature is comprised of a set of capabilities whose purpose is to detect misbehaving subsections of 

BMC firmware, the BMC CPU itself, or HW subsystems of the BMC component, and to take the 

appropriate actions to restore proper operation. The actions taken are dependent on the nature of the 

detected failure and may result in a restart of the BMC CPU, one or more BMC HW subsystems, or a 

restart of malfunctioning FW subsystems. 

The BMC watchdog feature will only allow up to three resets of the BMC CPU (such as HW reset) or 

entire FW stack (such as a SW reset) before giving up and remaining in the uBOOT code. This count is 

cleared upon either power cycling the BMC or upon the BMC’s continuous operation for a period of >30 

minutes without a watchdog-generated reset occurring. The BMC FW logs a SEL event indicating that a 

watchdog-generated BMC reset (either soft or hard) has occurred. This event may be logged after the 

actual reset has occurred. Refer to Appendix C for the details related to sensor definition. The BMC will 

also indicate a degraded system status on the Front Panel Status LED after a BMC HW reset or FW 

stack reset. This state (which follows the state of the associated sensor) will be cleared upon system 

reset or (AC or DC) power cycle. 
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Note: A reset of the BMC may result in the following system degradations that will require a system 

reset or power cycle to correct: 

1. Timeout value for the rotation period can be set using this parameter; potentially incorrect 

ACPI Power State reported by the BMC. 

2. Reversion of the BMCS’s temporary test modes back to normal operational modes. 

3. FP status LED and DIMM fault LEDs may not reflect BIOS detected errors. 

 

 

4.3 Sensor Monitoring 

4.3.1 Overview 

The BMC monitors system hardware and reports system health. The information gathered from physical 

sensors is translated into IPMI sensors as part of the “IPMI Sensor Model”. The BMC also reports 

various system state changes by maintaining virtual sensors that are not specifically tied to physical 

hardware. This section describes the BMC sensors as well as how specific sensor types are modeled. 

Unless otherwise specified, the term “sensor” refers to the IPMI sensor-model definition of a sensor. 

 

 

4.3.2 Core Sensors 

Specific server boards may only implement a sub-set of sensors and/or may include additional sensors. 

The system-specific details of supported sensors and events are described in Appendix C of this 

document. The actual sensor name associated with a sensor number may vary between server boards 

or systems. 

Sensor Type Codes 

Sensor table in Appendix C lists the sensor identification numbers and information regarding the sensor 

type, name, supported thresholds, assertion and de-assertion information, and a brief description of the 

sensor purpose. Refer to the Intelligent Platform Management Interface Specification, Version 2.0 for 

sensor and event/reading-type table information. 

1. Sensor Type 

The sensor type references the values in the Sensor Type Codes table in the Intelligent 

Platform Management Interface Specification Second Generation, Version 2.0. It provides a 

context to interpret the sensor. 

2. Event/Reading Type 

The event/reading type references values from the Event/Reading Type Code Ranges and the 

Generic Event/Reading Type Code tables in the Intelligent Platform Management Interface 

Specification Second Generation, Version 2.0. Digital sensors are a specific type of discrete 

sensors that only have two states. 

3. Event Thresholds/Triggers 

The following event thresholds are supported for threshold type sensors: 
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-[u,l][nr,c,nc] upper non-recoverable, upper critical, upper non-critical, lower non-recoverable, 

lower critical, lower non-critical uc, lc upper critical, lower critical  

Event triggers are supported event-generating offsets for discrete type sensors. The offsets can 

be found in the Generic Event/Reading Type Code or Sensor Type Code tables in the 

Intelligent Platform Management Interface Specification Second Generation Version 2.0, 

depending on whether the sensor event/reading type is a generic or a sensor-specific response. 

4. Assertion/De-assertion 

Assertion and de-assertion indicators reveal the type of events this sensor generates: 

- As: Assertion 

- De: De-assertion 

5. Readable Value/Offsets 

- Readable value indicates the type of value returned for threshold and other nondiscrete 

type sensors. 

- Readable offsets indicate the offsets for discrete sensors that are readable by means of 

the Get Sensor Reading command. Unless otherwise indicated, event triggers are 

readable. Readable offsets consist of the reading type offsets that do not generate events. 

6. Event Data 

Event data is the data that is included in an event message generated by the associated sensor. 

For threshold-based sensors, these abbreviations are used: 

- R: Reading value 

- T: Threshold value 

7. Rearm Sensors 

The rearm is a request for the event status for a sensor to be rechecked and updated upon a 

transition between good and bad states. Rearming the sensors can be done manually or 

automatically. This column indicates the type supported by the sensor. The following 

abbreviations are used in the comment column to describe a sensor: 

- A: Auto-rearm 

- M: Manual rearm 

- I: Rearm by init agent 

8. Default Hysteresis 

The hysteresis setting applies to all thresholds of the sensor. This column provides the count of 

hysteresis for the sensor, which can be 1 or 2 (positive or negative hysteresis, respectively). 

9. Criticality 

Criticality is a classification of the severity and nature of the condition. It also controls the 

behavior of the front panel status LED. 

10. Standby 

Some sensors operate on standby power. If AC power is present, these sensors may access 

and/or generate events when the main (system) power is off. 
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4.3.3 BMC System Management Health Monitoring 

The BMC tracks the health of each of its IPMI sensors and report failures by providing a “BMC FW 

Health” sensor of the IPMI 2.0 sensor type Management Subsystem Health with support for the Sensor 

Failure offset. Only assertions should be logged into the SEL for the Sensor Failure offset. The sensor 

number of the failed sensor is provided in event data byte 2, as per the IPMI 2.0 Specification. The BMC 

Firmware Health sensor asserts for any sensor when 10 consecutive sensor errors are read. These are 

not standard sensor events (i.e. threshold crossings or discrete assertions). These are BMC Hardware 

Access Layer (HAL) errors such as I2C NAKs or internal errors that occur while attempting to read a 

register. If a successful sensor read is completed, the counter resets to zero. 

IPMI Sensor Characteristics 

a. Event reading type code: 6Fh (Sensor specific) 

b. Sensor type code: 28h (Management Subsystem Health) 

c. Rearm type: Auto 

If this sensor is implemented, then the following sensor-specific offsets are supported. 

Offset Description Event Logging 

04h Sensor failure Assertion and de-assertion 

 

 

4.3.4 Processor Sensors 

The BMC provides IPMI sensors for processors and associated components, such as voltage regulators 

and fans. The sensors are implemented on a per-processor basis. 

Processor Sensors 

Sensor Name 
Per-Processor 

Socket 
Description 

Processor Status Yes Processor presence and fault state 

Digital Thermal Sensor Yes Relative temperature reading by means of PECI 

Processor VRD Over-Temperature 
Indication 

Yes 
Discrete sensor that indicates a processor VRD has 
crossed an upper operating temperature threshold 

Processor Voltage Yes 
Threshold sensor that indicates a processor power-
good state 

Processor Thermal Control 
(Prochot) 

Yes 
Percentage of time a processor is throttling due to 
thermal conditions 

 

4.3.5 Thermal and Acoustic Management 

This feature refers to the enhanced fan management that keeps the system optimally cooled while 

reducing the amount of noise generated by the system fans. Aggressive acoustics standards might 

require a trade-off between fan speed and system performance parameters that contribute to the cooling 
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requirements, primarily memory bandwidth. The BIOS, BMC, and SDRs work together to provide control 

over how this trade-off is determined. 

This capability requires the BMC to access temperature sensors on the individual memory DIMMs. 

Additionally, closed-loop thermal throttling is only supported with buffered DIMMs. The server board 

offers multiple thermal and acoustic management features to maintain comprehensive thermal protection 

as well as intelligent fan speed control. These features can be adjusted in BIOS interface by going to 

BIOS > Advanced > System Acoustic and Performance Configuration. 

4.3.5.1 Set Throttling Mode 

Select the most appropriate memory thermal throttling mechanism for memory sub-system from [Auto], 

[DCLTT], [SCLTT], and [SOLTT]. 

[Auto] – BIOS automatically detects and identifies the appropriate thermal throttling mechanism based 

on DIMM type, airflow input, and DIMM sensor availability. 

[DCLTT] – Dynamic Closed Loop Thermal Throttling: for the SOD DIMM with system airflow input. 

[SCLTT] – Static Close Loop Thermal Throttling: for the SOD DIMM without system airflow input. 

[SOLTT] – Static Open Loop Thermal Throttling: for the DIMMs without sensor on DIMM (SOD). 

The default setting is [Auto]. 

4.3.5.2 Altitude 

Select the proper altitude that the system is distributed from [300m or less], [301m-900m], [901m-1500m], 

[Above 1500m] options. Lower altitude selections can lead to potential thermal risk. Higher altitude 

selections provide better cooling but also undesired acoustic and fan power consumption. If the altitude 

is known, a higher altitude setting is recommended. The default setting is [301m – 900m]. 

4.3.5.3 Set Fan Profile 

[Performance] and [Acoustic] fan profiles are the available options. Acoustic mode offers the best 

acoustic experience and appropriate cooling capability covering the mainstream and majority of add-in 

cards. Performance mode is designed to provide sufficient cooling capability and covers all add-in cards 

on the market. The default setting is [Performance]. 

4.3.5.4 Fan PWM Offset 

This feature is reserved for manual adjustment of the minimum fan speed curves. The valid range is from 

[0 to 100], which stands for 0% to 100% PWM adding to the minimum fan speed. This feature is 

available when Quiet Fan Idle Mode is at Enabled state. The default setting is [0]. 

4.3.5.5 Quiet Fan Idle Mode 

This feature can be [Enabled] or [Disabled]. If enabled, the fan will either stop or shift to a lower speed 

when the aggregate sensor temperatures are satisfied, indicating that the system is at its ideal 

thermal/light loading conditions. When the aggregate sensor temperatures are not satisfied, the fan will 

shift back to normal control curves. If disabled, the fan will never stop or shift into lower fan speed, 

regardless of whether the aggregate sensor temperatures are satisfied or not. The default setting is 

[Disabled]. 

Note: 

1. The above features may or may not be in effect, depending on the actual thermal characters of a 

specific system. 

2. Refer to the Fan Control Whitepaper for the board in third party chassis fan speed control 

customization. 
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4.3.6 Thermal Sensor Input to Fan Speed Control 

The BMC uses various IPMI sensors as input to the fan speed control. Some of the sensors are IPMI 

models of actual physical sensors, whereas some are “virtual” sensors whose values are derived from 

physical sensors using calculations and/or tabular information. 

The following IPMI thermal sensors are used as input to the fan speed control: 

 Front Panel Temperature Sensor1 

 Baseboard Temperature Sensor2 

 CPU Margin Sensors3, 5, 6 

 DIMM Thermal Margin Sensors3, 5 

 Exit Air Temperature Sensor1, 4, 8 

 Intel®  C600 chipset Temperature Sensor4, 6 

 On-board Ethernet Controller Temperature Sensors4, 6 

 Add-In Intel®  SAS/IO Module Temperature Sensors4, 6 

 PSU Thermal Sensor4, 9 

 CPU VR Temperature Sensors4, 7 

 DIMM VR Temperature Sensors4, 7 

 Integrated BMC Temperature Sensor4, 7 

 Global Aggregate Thermal Margin Sensors3, 8 

Note: 

1. For fan speed control in Intel®  chassis 

2. For fan speed control in third party chassis 

3. Temperature margin from throttling threshold 

4. Absolute temperature 

5. PECI value 

6. On-die sensor 

7. On-board sensor 

8. Virtual sensor 

9. Available only when PSU has PMBus* 

The simple model shown in the following figure is a high level graphic explaining how the fan speed 

control structure creates the resulting fan speeds. 
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High-level Fan Speed Control Process 

 

 

4.3.7 Power Supply Status\Health Sensors 

The BMC supports one Power Supply Status sensor for each system power supply module. In order to 

track problems in which the PSU firmware is not operating to full capacity, an additional case (degraded 

condition if the PSU firmware is not operating to full capacity) is added to the existing Power Supply 

Status sensor offset definitions. This is handled by assertion of the “configuration error” offset of the PSU 

status sensor. These sensors are only supported for systems that use PMBus*-compliant power supplies. 

IPMI Sensor Characteristics 

a. Event reading type code: 6Fh (Sensor Specific) 

b. Event sensor type code: 08h (Power Supply) 

c. Rearm type: Auto 

The following sensor-specific offsets are supported. 

Offset Description Event Logging 

00h 

Presence detected – Asserted if power supply 
module is present. Events are only logged for 
power supply presence upon changes in the 
presence state after AC power is applied (no 
events logged for initial state). 

Assertion and 
Deassertion 
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Offset Description Event Logging 

01h 

Power supply failure detected – Asserted if power supply module has failed. 
The following codes for failure modes are put into the SEL Event Data 2 
byte: 
 01h - Output voltage fault 
 02h - Output power fault 
 03h - Output over-current fault 
 04h - Over-temperature fault 
 05h – Fan fault 
The SEL Event Data 3 byte will have the contents of the associated 
PMBus* Status register to allow for showing multiple conditions for the 
event. For example, Data 3 will have the contents of the 
VOLTAGE_STATUS register at the time an Output Voltage fault was 
detected. Refer to the PMBus Specification for details on specific register 
contents 

Assertion and 
Deassertion 

02h 

Predictive failure – Asserted if some condition, such as failing fan, has been 
detected that is likely to lead to a power supply module failure. 
The following codes for warning modes are put into the SEL Event Data 2 
byte: 
 01h - Output voltage warning 
 02h - Output power warning 
 03h - Output over-current warning 
 04h - Over-temperature warning 
 05h - Fan warning 
 06h - Under-voltage warning 
 07h - Input over-current warning 
 08h - Input over-power warning 
The SEL Event Data 3 byte will have the contents of the associated 
PMBus* Status register to allow for showing multiple conditions for the 
event. For example, Data 3 will have the contents of the 
VOLTAGE_STATUS register at the time an Output Voltage Warning was 
detected. Refer to the PMBus Specification for details on specific resister 
contents. 

Assertion and 
Deassertion 

03h 
Power supply AC lost – Asserted if there is no AC power input to power 
supply module. 

Assertion and 
Deassertion 

06h 

Configuration error – The following codes for configuration errors are put 
into the SEL Event Data 2 byte: 
 01h - The BMC cannot access the PMBus* device on the PSU, but      
     its FRU device is responding. 
 02h - The PMBUS_REVISION command returns a version number  
     that is not supported (only version 1.1 and 1.2 are supported for  
     platforms covered under this FW EAS). 
 03h - The PMBus* device does not successfully respond to the 
     PMBUS_REVISION command. 
 04h – The PSU is incompatible with one or more PSUs that are  
     present in the system. 
 05h –The PSU FW is operating in a degraded mode (likely due to a 
     failed firmware update). 

Assertion and 
Deassertion 
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4.3.8 System Event Sensor 

The BMC supports a System Event sensor and logs SEL event for following events. 

Support System Event Sensor Offsets 

Offset Description Event Logging 

02h OEM code (Undetermined system HW failure) 
Assertion and 
De-assertion 

04h PEF action Assertion only 

For offset 2, OEM code will be logged in event data byte 2 to indicate the type of failure. Only one value 

is currently supported, but others may be added in the future. The code for this particular fault will be 

0x00 (PECI access failure) and all other values reserved. Upon detection of the CPU PECI fault 

condition, the offset shall assert. It shall de-assert upon system power cycle or system reset. Assertion of 

offset 02h shall display a “fatal” condition to the system status as reflected in the Front Panel system 

status LED. 

 

 

4.4 Channel Management 

This section describes the supported BMC communication interfaces: 

 Host SMS interface by means of low pin count (LPC)/keyboard controller style (KCS) interface 

 Host SMM interface by means of low pin count (LPC)/keyboard controller style (KCS) interface 

 Intelligent Platform Management Bus (IPMB) I2C interface 

 LAN interface using the IPMI-over-LAN protocols 
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4.4.1 Channel Management 

Every messaging interface is assigned an IPMI channel ID by IPMI 2.0. Commands are provided to 

configure each channel for privilege levels and access modes. Table 21 shows the standard channel 

assignments: 

Standard Channel Assignments 

Channel ID Interface 
Supports 
Sessions 

0 Primary IPMB No 

1 LAN 1 Yes 

2 LAN 2 Yes 

3 
LAN 3 
(Provided by the Intel®  Dedicated 
Server Management NIC) 

Yes 

4 Reserved Yes 

5 USB No 

6 Secondary IPMB No 

7 SMM No 

8 - 0Dh Reserved - 

0Eh Self 2 - 

0Fh SMS/Receive Message Queue No 

Notes: 

1. Optional hardware supported by the server system. 

2. Refers to the actual channel used to send the request. 

 

4.4.2 User Model 

The BMC supports the IPMI 2.0 user model. 15 user IDs are supported. These 15 users can be assigned 

to any channel. The following restrictions are placed on user-related operations: 

1. User names for User IDs 1 and 2 cannot be changed. These are always “” (Null/blank) and 

“root” respectively. 

2. User 2 (“root”) always has the administrator privilege level. 

3. All user passwords (including passwords for 1 and 2) may be modified. 

4. User IDs 3-15 may be used freely, with the condition that user names are unique. 

Therefore, no other users can be named “” (Null), “root,” or any other existing username. 

 

4.4.3 LAN Interface 

The BMC implements both the IPMI 1.5 and IPMI 2.0 messaging models. These provide out-of-band local 

area network (LAN) communication between the BMC and the network. 
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Run-time determination of LAN channel capabilities can be determined by both standard IPMI defined 

mechanisms. 

4.4.3.1   IPMI 1.5 Messaging 

The communication protocol packet format consists of IPMI requests and responses encapsulated in an 

IPMI session wrapper for authentication. It is wrapped in an RMCP packet, which is wrapped in an IP/UDP 

packet. While authentication is provided, no encryption is provided; administrating some settings (e.g. 

user passwords) through this interface is not advised. 

Session establishment commands are IPMI commands that do not require authentication or an associated 

session. 

The BMC supports the following authentication types over the LAN interface. 

1. None (no authentication) 

2. Straight password/key 

3. MD5 

 

4.4.3.2   IPMI 2.0 Messaging 

IPMI 2.0 messaging is built over RMCP+ and has a different session establishment protocol. 

The session commands are defined by RMCP+ and implemented at the RMCP+ level; IPMI commands 

are not. Authentication is implemented at the RMCP+ level. RMCP+ provides link payload encryption, so it 

is possible to communicate private/sensitive data (confidentiality). 

The BMC supports the cipher suites identified below: 

Supported RMCP+ Cipher Suites 

ID Authentication Algorithm Integrity Algorithm(s) Confidentiality Algorithm(s) 

0
1
 RAKP-none None None 

1 RAKP-HMAC-SHA1 None None 

2 RAKP-HMAC-SHA1 HMAC-SHA1-96 None 

3 RAKP-HMAC-SHA1 HMAC-SHA1-96 AES-CBC-128 

 

ID Authentication Algorithm Integrity Algorithm(s) Confidentiality Algorithm(s) 

6 RAKP-HMAC-MD5 None None 

7 RAKP-HMAC-MD5 HMAC-MD5-128 HMAC-MD5-128 None 

8 RAKP-HMAC-MD5 HMAC-MD5-128 AES-CBC-128 

11 RAKP-HMAC-MD5 MD5-128 None 

12 RAKP-HMAC-MD5 MD5-128 AES-CBC-128 

 

1 
Cipher suite 0 defaults to callback privilege for security purposes. Any administrator may change this 

option. 

 

For user authentication, the BMC can be configured with ‘null’ user names, whereby password/key lookup 

is either based on ‘privilege level only’ or done with non-null user names, where the key lookup for the 

session is determined by user name. 

IPMI 2.0 messaging introduces payload types and payload IDs to allow data types other than IPMI 

commands to be transferred. IPMI 2.0 serial-over-LAN is implemented as a payload type. 
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Supported RMCP+ Payload Types 

Payload Type Feature IANA 

00h IPMI message N/A 

01h Serial-over-LAN N/A 

02h OEM explicit Intel (343) 

10h – 15h Session setup N/A 

 

4.4.3.3 RMCP/ASF Messaging 

The BMC supports RMCP ping discovery, in which the BMC responds with a pong message to an 

RMCP/ASF ping request. This is implemented per the Intelligent Platform Management Interface 

Specification Second Generation, Version 2.0. 

 

4.4.3.4 BMC LAN Channels 

The BMC supports three RMII/RGMII ports that can be used for communicating with Ethernet devices. 

Two ports are used for communication with the on-board NICs and one port is used for communication 

with an Ethernet PHY located on an optional add-in card (or equivalent on-board circuitry). 

 

4.4.3.4.1 Baseboard NICs 

The Ethernet controller (NIC) used on a server is platform-specific, but all baseboard device options 

provide support for an NC-SI manageability interface. This provides a sideband high-speed connection for 

manageability traffic to the BMC while still allowing for a simultaneous host access to the OS if desired. 

The Network Controller Sideband Interface (NC-SI) is a DMTF industry standard protocol for the side 

band management LAN interface. This protocol provides a fast multi-drop interface for management traffic. 

The baseboard NIC(s) are connected to a single BMC RMII/RGMII port that is configured for RMII 

operation. The NC-SI protocol is used for this connection and provides a 100 Mb/s full-duplex multi-drop 

interface, which allows multiple NICs to be connected to the BMC. The physical layer is based upon RMII. 

However, RMII is a point-to-point bus whereas NC-SI allows 1 master and up to 4 slaves. The logical layer 

(configuration commands) is incompatible with RMII. 

Multi-port baseboard NICs on some products will provide support for a dedicated management channel 

that can be configured to be hidden from the host and used only by the BMC. This mode of operation is 

configured by a BIOS setup option. 

 

4.4.3.4.2 Dedicated Management Channel 

An additional LAN channel dedicated to BMC usage and not available to host SW is supported by an 

optional add-in card. There is only a PHY device present on the add-in card. The BMC has a built-in MAC 

module that uses the RGMII interface to link with the card’s PHY. Therefore, for this dedicated 

management interface, the PHY and MAC are located in different devices.  

The PHY on the card connects to the BMC’s other RMII/RGMII interface (that is, the one that is not 

connected to the baseboard NICs). This BMC port is configured for RGMII usage. 

In addition to the use of an add-in card for a dedicated management channel, on systems that support 

multiple Ethernet ports on the baseboard, the system BIOS provides a setup option to allow one of these 

baseboard ports to be dedicated to the BMC for manageability purposes. When this is enabled, that port is 

hidden from the OS. 

 

4.4.3.4.3 Concurrent Server Management Use of Multiple Ethernet Controllers 
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Provided the HW supports a management link between the BMC and a NIC port, the BMC FW supports 

concurrent OOB LAN management sessions for the following combination: 

 Two on-board NIC ports 

 One on-board NIC and the optional dedicated add-in management NIC 

 Two on-board NICs and optional dedicated add-in management NIC 

All NIC ports must be on different subnets for the above concurrent usage models. 

MAC addresses are assigned for management NICs from a pool of up to 3 MAC addresses allocated 

specifically for manageability. The total number of MAC addresses in the pool is dependent on the product 

HW constraints (e.g. a board with 2 NIC ports available for manageability would have a MAC allocation 

pool of 2 addresses). For these channels, support can be enabled for IPMI-over-LAN and DHCP. 

For security reasons, embedded LAN channels have the following default settings: 

 IP Address: Static 

 All users disabled 

IPMI-enabled network interfaces may not be placed on the same subnet. This includes the Intel®  

Dedicated Server Management NIC and either of the BMC’s embedded network interfaces. 

Host-BMC communication over the same physical LAN connection – also known as “loopback” – is not 

supported. This includes “ping” operations. 

On baseboards with more than two onboard NIC ports, only the first two ports can be used as BMC LAN 

channels. The remaining ports have no BMC connectivity. 

Maximum bandwidths supported by BMC LAN channels are as follows: 

 BMC LAN 1 (Baseboard NIC port) ----- 100M (10M in DC off state) 

 BMC LAN 2 (Baseboard NIC port) ----- 100M (10M in DC off state) 

 BMC LAN 3 (Dedicated NIC) ----- 100M 

4.4.3.5 Dedicated Management NIC MAC Address 

Intel®  Server Board S2600CP has up to seven MAC addresses assigned to it at the Intel®  factory. The 

printed MAC address is assigned to NIC1 on the server board. 

There will be seven MAC addresses assigned as follows for Intel®  Server Board S2600CP4: 

 NIC 1 MAC address (for OS usage) 

 NIC 2 MAC address = NIC 1 MAC address + 1 (for OS usage) 

 NIC 3 MAC address = NIC 1 MAC address + 2 (for OS usage) 

 NIC 4 MAC address = NIC 1 MAC address + 3 (for OS usage) 

 BMC LAN channel 1 MAC address = NIC1 MAC address + 4 

 BMC LAN channel 2 MAC address = NIC1 MAC address + 5 

 BMC LAN channel 3 (RMM) MAC address = NIC1 MAC address + 6 

There will be five MAC addresses assigned as follows for Intel®  Server Board S2600CP2: 

 NIC 1 MAC address (for OS usage) 

 NIC 2 MAC address = NIC 1 MAC address + 1 (for OS usage) 

 BMC LAN channel 1 MAC address = NIC 1 MAC address + 2 

 BMC LAN channel 2 MAC address = NIC 1 MAC address + 3 

 BMC LAN channel 3 (RMM) MAC address = NIC1 MAC address + 4 
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4.4.3.6 IPV6 Support 

In addition to IPv4, Intel®  S2600CP Server Board supports IPv6 for manageability channels. 

Configuration of IPv6 is provided by extensions to the IPMI Set and Get LAN Configuration Parameters 

commands as well as through a Web Console IPv6 configuration web page.  

The BMC supports IPv4 and IPv6 simultaneously, so they are both configured completely independent of 

one another. For example, IPv4 can be DHCP configured while IPv6 is statically configured or vice versa. 

 

4.4.3.6.1 LAN Failover 

The BMC FW provides a LAN failover capability such that the failure of the system HW associated with 

one LAN link will result in traffic being rerouted to an alternate link. This functionality is configurable by 

IPMI methods as well as by the BMC’s Embedded UI, allowing the user to specify the physical LAN links 

constituting the redundant network paths or the physical LAN links constituting different network paths. 

BMC will support only an “all or nothing” approach – that is, either all interfaces are bonded together or 

none are bonded together. 

The LAN Failover feature only applies to BMC LAN traffic. It bonds all available Ethernet devices, but only 

one is active at a time. When enabled, if the active connection’s leash is lost, one of the secondary 

connections is automatically configured so that it has the same IP address (the next active LAN link will be 

chosen randomly from the pool of backup LAN links with link status as “UP”). Traffic immediately resumes 

on the new active connection. 

The LAN Failover enable/disable command may be sent at any time. After it has been enabled, standard 

IPMI commands for setting channel configuration that specify a LAN channel other than the first will return 

an error code. 

Standard IPMI commands for getting channel configuration will return the cached settings for the inactive 

channels. 

4.4.3.7 BMC IP Address Configuration 

Enabling the BMC’s network interfaces requires using the Set LAN Configuration Parameter command to 

configure LAN configuration parameter 4, IP Address Source. 

4.4.3.8 DHCP BMC Hostname 

The BMC allows setting a DHCP Hostname. DHCP Hostname can be set regardless of the IP Address 

source configured on the BMC. But this parameter is only used if the IP Address source is set to DHCP. 

4.4.3.9 Address Resolution Protocol (ARP) 

The BMC can receive and respond to ARP requests on BMC NICs. Gratuitous ARPs are supported, and 

disabled by default. 

4.4.3.10 Virtual Local Area Network (VLAN) 

The BMC supports VLAN as defined by IPMI 2.0 Specifications. VLAN is supported internally by the BMC, 

not through switches. VLAN provides a way of grouping a set of systems together so that they form a 

logical network. This feature can be used to set up a management VLAN where only the devices that are 

members of VLAN will receive packets related to management, and members of VLAN will be isolated 

from any other network traffic. Please note that VLAN does not change the behavior of the host network 

setting, it only affects the BMC LAN communication. 

LAN configuration options are now supported (by means of the Set LAN Config Parameters command, 

parameters 20 and 21) that allow support for 802.1Q VLAN (Layer 2). This allows VLAN headers/packets 

to be used for IPMI LAN sessions. VLAN ID’s are entered and enabled by means of parameter 20 of the 

Set LAN Config Parameters IPMI command. When a VLAN ID is configured and enabled, the BMC only 

accepts packets with that VLAN tag/ID. Conversely, all 

BMC generated LAN packets on the channel include the given VLAN tag/ID. Valid VLAN IDs are 1 

through 4094. VLAN IDs of 0 and 4095 are reserved, per the 802.1Q VLAN Specification. 
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Only one VLAN can be enabled at any point in time on a LAN channel. If an existing VLAN is enabled, it 

must first be disabled prior to configuring a new VLAN on the same LAN channel. 

Parameter 21 (VLAN Priority) of the Set LAN Config Parameters IPMI command is now implemented and 

a range from 0-7 will be allowed for VLAN Priorities. Please note that bits 3 and 4 of Parameter 21 are 

considered reserved bits. 

Parameter 25 (VLAN Destination Address) of the Set LAN Config Parameters IPMI command is not 

supported and returns a completion code of 0x80 (parameter not supported) for any read/write of 

parameter 25. 

If the BMC IP address source is DHCP, then the following behavior is seen: 

 If the BMC is first configured for DHCP (prior to enabling VLAN), when VLAN is enabled, 

the BMC performs a discovery on the new VLAN in order to obtain a new BMC IP address. 

 If the BMC is configured for DHCP (before disabling VLAN), when VLAN is disabled, the 

BMC performs a discovery on the LAN in order to obtain a new BMC IP address. 

If the BMC IP address source is Static, then the following behavior is seen: 

 If the BMC is first configured for static (prior to enabling VLAN), when VLAN is enabled, the 

BMC has the same IP address that was configured before. It is left to the management 

application to configure a different IP address if that is not suitable for VLAN. 

 If the BMC is configured for static (prior to disabling VLAN), when VLAN is disabled, the 

BMC has the same IP address that was configured before. It is left to the management 

application to configure a different IP address if that is not suitable for LAN. 

 

4.4.3.11 Secure Shell (SSH) 

Secure Shell (SSH) connections are supported for one SMASH-CLP session to the BMC. 

 

4.4.3.12 Serial-over-LAN (SOL 2.0) 

The BMC supports IPMI 2.0 SOL. 

IPMI 2.0 introduced a standard serial-over-LAN feature. This is implemented as a standard payload type 

(01h) over RMCP+. 

Three commands are implemented for SOL 2.0 configuration: 

1. Get SOL 2.0 Configuration Parameters and Set SOL 2.0 Configuration Parameters: 

These commands are used to get and set the values of the SOL configuration parameters. The 

parameters are implemented on a per-channel basis. 

2. Activating SOL: This command is not accepted by the BMC. It is sent by the BMC when SOL is 

activated to notify a remote client of the switch to SOL. 

3. Activating a SOL session requires an existing IPMI-over-LAN session. If encryption is used, it 

should be negotiated when the IPMI-over LAN session is established. SOL sessions are only 

supported on serial port 1 (COM1). 

 

4.4.3.13 Platform Event Filter (PEF) 

The BMC includes the ability to generate a selectable action (e.g. a system power-off or reset) when a 

match occurs to one of a configurable set of events. This capability is called Platform Event Filtering, 

or PEF. One of the available PEF actions is to trigger the BMC to send a LAN alert to one or more 

destinations. 

The BMC supports 20 PEF filters. The first twelve entries in the PEF filter table are preconfigured (but 

may be changed by the user). The remaining entries are left blank, and may be configured by the user. 
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Factory Configured PEF Table Entries 

Event Filter 
Number 

Offset Mask Events 

1 Non-critical, critical and nonrecoverable Temperature sensor out of range 

2 Non-critical, critical and nonrecoverable Voltage sensor out of range 

3 Non-critical, critical and nonrecoverable Fan failure 

4 General chassis intrusion Chassis intrusion (security violation) 

5 Failure and predictive failure Power supply failure 

6 Uncorrectable ECC BIOS 

7 POST error BIOS: POST code error 

8 FRB2 Watchdog Timer expiration for FRB2 

9 Policy Correction Time Node Manager 

10 Power down, power cycle, and reset Watchdog timer 

11 OEM system boot event System restart (reboot) 

12 Drive Failure, Predicted Failure Hot Swap Controller 

Additionally, the BMC supports the following PEF actions: 

 Power off 

 Power cycle 

 Reset 

 OEM action 

 Alerts 

“Diagnostic interrupt” action is not supported. 

 

4.4.3.14 LAN Alerting 

The BMC supports sending embedded LAN alerts, called SNMP PET (Platform Event traps), and 

SMTP email alerts. 

The BMC supports a minimum of four LAN alert destinations. 

 

 

 

4.4.3.14.1 SNMP Platform Event Traps (PETs) 

This feature enables a target system to send SNMP traps to a designated IP address by means of 

LAN. These alerts are formatted per the Intelligent Platform Management Interface Specification 

Second Generation, Version 2.0. A MIB file associated with the traps is provided with the BMC 

firmware to facilitate interpretation of the traps by external software. 

The format of the MIB file is covered under RFC 2578. 

 

 

4.4.3.15 Alert Policy Table 

Associated with each PEF entry is an alert policy that determines which IPMI channel the alert is to be 

sent. There is a maximum of 20 alert policy entries. There are no pre-configured entries in the alert 
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policy table because the destination types and alerts may vary by user. Each entry in the alert policy 

table contains four bytes for a maximum table size of 80 bytes. 

 

4.4.3.15.1 E-mail Alerting 

The Embedded Email Alerting feature allows the user to receive e-mails alerts indicating issues with 

the server. This allows e-mail alerting in an OS-absent (for example, Pre-OS and OS-Hung) situation. 

This feature provides support for sending e-mail by means of SMTP, the Simple Mail Transport 

Protocol as defined in Internet RC 821. The e-mail alert provides a text string that describes a simple 

description of the event. SMTP alerting is configured using the embedded web server. 

 

4.4.3.16 SM-CLP (SM-CLP Lite) 

SMASH refers to Systems Management Architecture for Server Hardware. SMASH is defined by a 

suite of specifications managed by the DMTF that standardizes the manageability interfaces for server 

hardware. CLP refers to Command Line Protocol. SM-CLP is defined by the Server Management 

Command Line Protocol Specification (SM-CLP) ver1.0, which is part of the SMASH suite of 

specifications. The specifications and further information on SMASH can be found at the DMTF 

website (http://www.dmtf.org/). 

The BMC provides an embedded “lite” version of SM-CLP that is syntax-compatible but not fully 

compliant with the DMTF standards. 

 

4.4.3.17 Embedded Web Server 

BMC Base manageability provides an embedded web server and an OEM-customizable web GUI, 

which exposes the manageability features of the BMC base feature set. It is supported over all on-

board NICs that have management connectivity to the BMC as well as an optional dedicated add-in 

management NIC. At least two concurrent web sessions from up to two different users is supported. 

The embedded web user interface shall support the following client web browsers: 

1. Microsoft Internet Explorer 7.0* 

2. Microsoft Internet Explorer 8.0* 

3. Microsoft Internet Explorer 9.0* 

4. Mozilla Firefox 3.0* 

5. Mozilla Firefox 3.5* 

6. Mozilla Firefox 3.6* 

The embedded web user interface supports strong security (authentication, encryption and firewall 

support), since it enables remote server configuration and control. Embedded web server uses ports 

#80 and #443. The user interface presented by the embedded web user interface shall authenticate 

the user before allowing a web session to be initiated. Encryption using 128- bit SSL is supported. 

User authentication is based on user id and password. 

The GUI presented by the embedded web server authenticates the user before allowing a web 

session to be initiated. It presents all functions to all users, but grays-out the functions that the user 

does not have privilege to execute. For example, if a user does not have privilege to power control, 

then the item shall be displayed in grayed-out font in that user’s UI display. The web GUI also 

provides a launch point for some of the advanced features, such as KVM and media redirection. 

These features are grayed out in the GUI unless the system has been updated to support these 

advanced features. 

Additional features supported by the web GUI includes: 

 Presents all the Basic features to the users. 
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 Power on/off/reset the server and view current power state. 

 Displays BIOS, BMC, ME, and SDR version information. 

 Display overall system health. 

 Configuration of various IPMI over LAN parameters for both IPv4 and IPv6. 

 Configuration of alerting (SNMP and SMTP). 

 Display system asset information for the product, board, and chassis. 

 Display of BMC-owned sensors (name, status, current reading, enabled thresholds), including 
color-code status of sensors. 

 Provides ability to filter sensors based on sensor type (Voltage, Temperature, Fan, and Power 
Supply related). 

 Automatic refresh of sensor data with a configurable refresh rate. 

 Online help. 

 Display/clear SEL (display is in easily understandable human readable format). 

 Supports major industry-standard browsers (Microsoft Internet Explorer* and Mozilla Firefox*). 

 The GUI session automatically times-out after a user-configurable inactivity period. By default, 
this inactivity period is 30 minutes. 

 Embedded Platform Debug feature - Allow the user to initiate a “diagnostic dump” to a file that 
can be sent to Intel®  for debug purposes. 

 Virtual Front Panel. The Virtual Front Panel provides the same functionality as the local front 
panel. The displayed LEDs match the current state of the local panel LEDs. The displayed 
buttons (for example, power button) can be used in the same manner as the local buttons. 

 Display of ME sensor data. Only sensors that have associated SDRs loaded will be displayed. 

 Ability to save the SEL to a file. 

 Ability to force HTTPS connectivity for greater security. This is provided through a 
configuration option in the UI. 

 Display of processor and memory information as is available over IPMI over LAN. 

 Ability to get and set Node Manager (NM) power policies. 

 Display of power consumed by the server. 

 Ability to view and configure VLAN settings. 

 Warn user that the reconfiguration of IP address will cause disconnect. 

 Capability to block logins for a period of time after several consecutive failed login attempts. 
The lock-out period and the number of failed logins that initiates the lock-out period are 
configurable by the user. 

 Server Power Control - Ability to force into Setup on a reset. 

 

4.4.3.18 Virtual Front Panel 

 Virtual Front Panel is the module present as “Virtual Front Panel” on the left side in the 

embedded web server when "remote Control" tab is clicked. 

 Main Purpose of the Virtual Front Panel is to provide the front panel functionality virtually. 

 Virtual Front Panel (VFP) will mimic the status LED and Power LED status and Chassis ID 

alone. It is automatically in sync with BMC every 40 seconds. 

 For any abnormal status LED state, Virtual Front Panel will get the reason behind the 

abnormal or status LED changes and displayed in VFP side. 

 As Virtual Front Panel uses the Chassis Control command for power actions. It will not log the 

Front button press event since Logging the front panel press event for Virtual Front Panel 

press will mislead the administrator. 
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 For Reset by Virtual Front Panel, the reset will be done by a Chassis Control command. 

 For Reset by Virtual Front Panel, the restart cause will be because of Chassis Control 

command. 

 During Power action, Power button/Reset button should not accept the next action until 

current Power action is complete and the acknowledgment from BMC is received. 

 EWS will provide a valid message during Power action until it completes the current Power 

action. 

 The VFP does not have any effect on whether the front panel is locked by Set Front Panel 

Enables command. 

 The chassis ID LED provides a visual indication of a system being serviced. The state of the 

chassis ID LED is affected by the following actions: 

 Toggled by turning the chassis ID button on or off. 

 There is no precedence or lock-out mechanism for the control sources. When a new request 

arrives, previous requests are terminated. For example, if the chassis ID button is pressed, 

then the chassis ID LED changes to solid on. If the button is pressed again, then the chassis 

ID LED turns off. 

 Note that the chassis ID will turn on because of the original chassis ID button press and will 

reflect in the Virtual Front Panel after VFP sync with BMC. Virtual Front Panel will not reflect 

the chassis LED software blinking by software command as there is no mechanism to get the 

chassis ID Led status. 

 Only Infinite chassis ID ON/OFF by software command will reflect in EWS during 

automatic/manual EWS sync up with BMC. 

 Virtual Front Panel help should available for virtual panel module. 

 At present, NMI button in VFP is disabled. It can be used in future. 

 

4.4.3.19 Embedded Platform Debug 

The Embedded Platform Debug feature supports capturing low-level diagnostic data (applicable MSRs, 

PCI config-space registers, and so on). This feature allows the user to export this data into a file that is 

retrievable by the embedded web GUI as well as through host and remote IPMI methods. 

These files are compressed, encrypted, and password protected. The file is not meant to be viewable 

by the end user but rather to provide additional enhanced debugging capability to an Intel®  support 

engineer. 

 

 

4.4.3.20 Data Center Management Interface (DCMI) 

The DCMI Specification is an emerging standard that is targeted to provide a simplified management 

interface for Internet Portal Data Center (IPDC) customers. It is expected to become a requirement for 

server platforms that are targeted for IPDCs. DCMI is an IPMI-based standard that builds upon a set of 

required IPMI standard commands by adding a set of DCMI-specific IPMI OEM commands. Intel®  

Server Platforms will be implementing the mandatory DCMI features in the BMC firmware (DCMI 1.1 

Errata 1 compliance). Please refer to DCMI 1.1 Errata 1 Specification for details. Only mandatory 

commands will be supported. There is no support for optional DCMI commands. Optional power 

management and SEL roll over feature are also not supported. DCMI Asset tag will be independent of 

baseboard FRU asset Tag. 

 

4.4.3.21 Lightweight Directory Authentication Protocol (LDAP) 
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The Lightweight Directory Access Protocol (LDAP) is an application protocol supported by the BMC for 

the purpose of authentication and authorization. The BMC user connects with an LDAP server for login 

authentication. This is only supported for non-IPMI logins including the embedded web UI and SM-CLP. 

IPMI users/passwords and sessions are not supported over LDAP. 

LDAP can be configured (IP address of LDAP server, port, etc.) by the BMC’s Embedded Web UI. 

LDAP authentication and authorization is supported over the any NIC configured for system 

management. The BMC uses a standard Open LDAP implementation for Linux*. 

Only open LDAP is supported by BMC. Microsoft Windows* and Novell* LDAP are not supported. 

 

4.5 Advanced Management Feature Support 

This section explains the advanced management features supported by the BMC firmware. 

 

4.5.1 Enabling Advanced Management Features 

The Advanced management features are to be delivered as part of the BMC FW image. The BMC’s 

baseboard SPI flash contains code/data for both the Basic and Advanced features. An optional add-in 

card Intel®  RMM4 lite is used as the activation mechanism. When the BMC FW initializes, it attempts 

to access the Intel®  RMM4 lite. If the attempt to access Intel®  RMM4 lite is successful, then the BMC 

activates the Advanced features. 

Advanced manageability features are supported over all NIC ports enabled for server manageability. 

This includes baseboard NICs as well as the LAN channel provided by the optional Dedicated NIC add-

in card. 

RMM4 is comprised of two boards – RMM4 lite and the optional Dedicated Server Management NIC 

(DMN). If the optional Dedicated Server Management NIC is not used, then the traffic can only go 

through the onboard Integrated BMC-shared NIC and share network bandwidth with the host system. 

 

Enabling Advanced Management Features 

Manageability Hardware Benefits 

Intel®  Integrated BMC Comprehensive IPMI based base manageability features 

Intel®  Remote Management Module 4 – Lite 
Package contains one module – 
1- Key for advance Manageability features. 

No dedicated NIC for management 
Enables KVM and media redirection by onboard NIC 

Intel®  Remote Management Module 4 
Package includes two modules – 
1 - key for advance features 
2 - Dedicated NIC (1Gbe) for management 

Dedicated NIC for management traffic, KVM and 
media Redirection. 
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4.5.2 Keyboard, Video, Mouse (KVM) Redirection 

The BMC firmware supports keyboard, video, and mouse redirection (KVM) over LAN. This feature is 

available remotely from the embedded web server as a Java applet. This feature is only enabled when 

the Intel®  RMM4 lite is present. The client system must have a Java Runtime Environment (JRE) 

version 6.0 or later to run the KVM or media redirection applets. 

The BMC supports an embedded KVM application (Remote Console) that can be launched from the 

embedded web server from a remote console. USB1.1 or USB 2.0 based mouse and keyboard 

redirection are supported. It is also possible to use the KVM-redirection (KVM-r) session concurrently 

with media-redirection (media-r). This feature allows a user to interactively use the keyboard, video, 

and mouse (KVM) functions of the remote server as if the user were physically at the managed server. 

KVM redirection console support the following keyboard layouts: English, Dutch, French, German, 

Italian, Russian, and Spanish. 

KVM redirection includes a “soft keyboard” function. The “soft keyboard” is used to simulate an entire 

keyboard that is connected to the remote system. The “soft keyboard” functionality supports the 

following layouts: English, Dutch, French, German, Italian, Russian, and Spanish. The KVM-redirection 

feature automatically senses video resolution for best possible screen capture and provides high-

performance mouse tracking and synchronization. It allows remote viewing and configuration in pre-

boot POST and BIOS setup, once BIOS has initialized video. 

Other attributes of this feature include: 

1. Encryption of the redirected screen, keyboard, and mouse 

2. Compression of the redirected screen. 

3. Ability to select a mouse configuration based on the OS type. 

4. Supports user definable keyboard macros. 

KVM redirection feature supports the following resolutions and refresh rates: 

 640x480 at 60Hz, 72Hz, 75Hz, 85Hz, 100Hz 

 800x600 at 60Hz, 72Hz, 75Hz, 85Hz 

 1024x768 at 60Hx, 72Hz, 75Hz, 85Hz 

 1280x960 at 60Hz 

 1280x1024 at 60Hz 

 1600x1200 at 60Hz 

 1920x1080 (1080p), 

 1920x1200 (WUXGA) 

 1650x1080 (WSXGA+) 

 

4.5.2.1 Force-enter BIOS Setup 

KVM redirection can present an option to force-enter BIOS Setup. This enables the system to enter F2 

setup while booting, which is often missed by the time the remote console redirects the video. 

 

4.5.3 Media Redirection 

The embedded web server provides a Java applet to enable remote media redirection. This may be used 

in conjunction with the remote KVM feature, or as a standalone applet. 
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The media redirection feature is intended to allow system administrators or users to mount a remote IDE 

or USB CD-ROM, floppy drive, or a USB flash disk as a remote device to the server. 

Once mounted, the remote device appears just like a local device to the server, allowing system 

administrators or users to install software (including operating systems), copy files, update BIOS, and so 

on, or to boot the server from this device. 

The following capabilities are supported: 

 The operation of remotely mounted devices is independent of the local devices on the server. 

Both remote and local devices are useable in parallel. 

 Either IDE (CD-ROM, floppy) or USB devices can be mounted as a remote device to the 

server. 

 It is possible to boot all supported operating systems from the remotely mounted device and 

to boot from disk IMAGE (*.IMG) and CD-ROM or DVD-ROM ISO files. See the 

Tested/supported Operating System List for more information. 

 Media redirection supports redirection for both a virtual CD device and a virtual Floppy/USB 

device concurrently. The CD device may be either a local CD drive or else an ISO image file; 

the Floppy/USB device may be either a local Floppy drive, a local USB device, or a disk 

image file. 

 The media redirection feature supports multiple encryption algorithms, including RC4 and 

AES. The actual algorithm that is used is negotiated with the client based on the client’s 

capabilities. 

 A remote media session is maintained even when the server is powered-off (in standby mode). 

No restart of the remote media session is required during a server reset or power on/off. An 

BMC reset (for example, due to an BMC reset after BMC FW update) will require the session 

to be re-established 

 The mounted device is visible to (and useable by) managed system’s OS and BIOS in both 

pre-boot and post-boot states. 

 The mounted device shows up in the BIOS boot order and it is possible to change the BIOS 

boot order to boot from this remote device. 

 It is possible to install an operating system on a bare metal server (no OS present) using the 

remotely mounted device. This may also require the use of KVM-r to configure the OS during 

install. 

 USB storage devices will appear as floppy disks over media redirection. This allows for the 

installation of device drivers during OS installation. 

If either a virtual IDE or virtual floppy device is remotely attached during system boot, both the virtual 

IDE and virtual floppy are presented as bootable devices. It is not possible to present only a single-

mounted device type to the system BIOS. 

 

4.6 Intel®  Intelligent Power Node Manager (NM) 

Power management deals with requirements to manage processor power consumption and manage 

power at the platform level to meet critical business needs. Node Manager (NM) is a platform resident 

technology that enforces power capping and thermal-triggered power capping policies for the platform. 

These policies are applied by exploiting subsystem knobs (such as processor P and T states) that can 

be used to control power consumption. NM enables data center power management by exposing an 

external interface to management software through which platform policies can be specified. It also 
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implements specific data center power management usage models such as power limiting and thermal 

monitoring. 

Note: Support for NM is product-specific. This section details how NM would be supported on products 

that provide this capability. 

The NM feature is implemented by a complementary architecture utilizing the ME, BMC, BIOS, and an 

ACPI-compliant OS. The ME provides the NM policy engine and power control/limiting functions 

(referred to as Node Manager or NM) while the BMC provides the external LAN link by which external 

management software can interact with the feature. The BIOS provides system power information 

utilized by the NM algorithms and also exports ACPI Source Language (ASL) code used by OS-

Directed Power Management (OSPM) for negotiating processor P and T state changes for power 

limiting. PMBus*-compliant power supplies provide the capability to monitoring input power 

consumption, which is necessary to support NM. 

 

4.6.1 Hardware Requirements 

NM is supported only on platforms that have the NM FW functionality loaded and enabled on the 

Management Engine (ME) in the SSB and that have a BMC present to support the external LAN 

interface to the ME. NM power limiting features require a means for the ME to monitor input power 

consumption for the platform. This capability is generally provided by means of PMBus*-compliant 

power supplies, although an alternative model using a simpler SMBus* power-monitoring device is 

possible (there is potential loss in accuracy and responsiveness using non- PMBus* devices). The NM 

SmaRT/CLST feature does specifically require PMBus*-compliant power supplies as well as additional 

hardware on the baseboard. 

4.6.2 Features 

NM provides feature support for policy management, monitoring and querying, alerts and notifications, 

and an external interface protocol. The policy management features implement specific IT goals that 

can be specified as policy directives for NM. Monitoring and querying features enable tracking of power 

consumption. Alerts and notifications provide the foundation for automation of power management in 

the data center management stack. The external interface specifies the protocols that must be 

supported in this version of NM. 

 

 

4.6.3 ME Firmware Update 

On server platforms, the ME FW uses a single operational image with a limited-functionality recovery 

image. In order to upgrade an operational image, a boot to recovery image must be performed. Unlike 

on Xeon 5500/5600 based platforms, the ME FW does not support an IPMI update mechanism except 

for the case where the system is configured with a dual-ME (redundant) image. In order to conserve 

flash space, which the ME FW shares with BIOS, the systems only support a single ME image. In this 

case, ME update is only supported by means of BIOS performing a direct update of the flash 

component. The recovery image only provides the basic functionality that is required to perform the 

update; therefore, other ME FW features are not functional when the update is in progress. 
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4.6.4 SmaRT/CLST 

The power supply optimization provided by SmaRT/CLST relies on a platform HW capability as well as 

ME FW support. When a PMBus*-compliant power supply detects insufficient input voltage, an 

overcurrent condition, or an over-temperature condition, it will assert the SMBAlert# signal on the 

power supply SMBus* (that is, the PMBus*). Through the use of external gates, this results in a 

momentary assertion of the PROCHOT# and MEMHOT# signals to the processors, thereby throttling 

the processors and memory. The ME FW also sees the SMBAlert# assertion, queries the power 

supplies to determine the condition causing the assertion, and applies an algorithm to either release or 

prolong the throttling, depending on the situation. 

System power control modes include: 

1. SmaRT: Low AC input voltage event; results in a onetime momentary throttle for each event 

to the maximum throttle state 

2. Electrical Protection CLST: High output energy event; results in a throttling hiccup mode with 

fixed maximum throttle time and a fix throttle release ramp time. 

3. Thermal Protection CLST: High power supply thermal event; results in a throttling hiccup 

mode with fixed maximum throttle time and a fix throttle release ramp time. 

When the SMBAlert# signal is asserted, the fans will be gated by HW for a short period (~100ms) to 

reduce overall power consumption. It is expected that the interruption to the fans will be of short 

enough duration to avoid false lower threshold crossings for the fan tach sensors; however, this may 

need to be comprehended by the fan monitoring FW if it does have this side effect. 

ME FW will log an event into the SEL to indicate when the SmaRT/CLST power management feature 

has throttled the system. This is dependent on ME FW support for this sensor. 

Please refer ME FW EPS for SEL log details. 

4.6.4.1 Dependencies on PMBus*-compliant Power Supply Support 

The SmaRT/CLST system feature depends on functionality present in the ME NM SKU. This feature 

requires power supplies that are compliant with the PMBus* Specification rev1.2. 

 

 

4.7 EU Lot 6 Mode 

The European Union has set forth a stringent standby power consumption target for systems that are 

used as primary computing devices in office environments. Pedestal servers are thus being used more 

and more as workstations, and Value servers could begin to make their way into Home servers. HW 

support for EU Lot6 will only be available for specific pedestal products.  

In order to meet the standby power requirements for EU Lot6, it is necessary to remove power to the 

BMC – along with other components – when in the S5 state. As this operational mode impacts the 

system feature support, the user has the option of enabling and disabling this mode through the BIOS 

setup screen utility. 

BIOS is responsible for enabling/disabling the system hardware for EU Lot6 operation. It notifies the 

BMC of the current state. The BMC saves the state in persistent store and uses it to control special EU 

Lot6 internal processing during boot, sensor monitoring, and so on as required. Wake-on-LAN (WOL) 

is not supported in EU Lot6 mode. 
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4.7.1 Impact to System Features 

The following system features are lost or impacted when EU Lot6 mode is enabled: 

 Increased boot time (~15-20s) when system is DC power cycled. 

 This is due to the fact that both the BMC and BIOS are booting at the same time when the 

system is powered on (to S0 state). BIOS will need to allow extra time for the BMC to 

initialize to the point where it can communicate with BIOS. 

Note: Even when EU Lot6 is not enabled and the system is AC cycled, this increased boot 

time is applicable if a user immediately attempts to power the system up (for example, 

pressing the power button), as in this case both the BMC and BIOS are booting at the same 

time. 

 No LAN manageability when on standby, and therefore no remote OOB power on by BMC. 

 No support for SOL or KVM for monitoring the entire boot process. 

。 Since BMC is initializing at the same time as BIOS, it will not be possible to have a SOL or 

KVM session established from the beginning of the system boot. 

 FP status LED will behave differently (it will be off when in standby) rather than showing fault 

conditions present at the time the system was powered down. 

 No beep code due to uninstalled CPU. 

 No monitoring of any sensors when in standby. 

 No detection/logging of any ThermTrip faults. 

。 These faults arise while HW is shutting down the system, so BMC will not be available to 

detect that they occurred. 

 Sensor monitoring after DC power-on will be delayed by the time it takes BMC to initialize its 

sensor subsystem (~15 to 20s), possibly resulting in the loss SEL events or failure to provide the 

correct FP LED status LED indication. 

Note: This delay occurs on each AC cycle even when EU Lot6 mode is disabled. 

 Chassis intrusion not detected when in standby. 
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Chapter 5. Technical Support 

 

 

 TAIWAN 

Tel:  +886.3.313.8386 

Fax: +886.3.313.8377 

Email Technical Support: support@aicipc.com 

 JAPAN  

Tel: +81.43.202.8380 

Fax: +81.43.202.8381 

Email Technical Support: support@aicipc.com 

 CHINA  

Tel: +021.54961421, +021.54961422 

Fax: Extension: 608 

Email Technical Support: support@aicipc.com 

 AMERICA － West coast 

Tel: +1.909.895.8989 

Fax: +1.909.895.8999 

Email Technical Support: support@aicipc.com 

 AMERICA － East coast 

Tel: +1.973.884.8986 

Fax: +1.973.884.4794 

Email Technical Support: support@aicipc.com 

 EUROPE 

Tel: +31.30.6386789 

Fax: +31.30.6360638 

Email Technical Support: support@aicipc.com 
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