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Introduction
This document overviews a simple and effective approach of using a set of engineering tests to optimize the
configuration of AIC Inc’s SB122A-PH servers as the building blocks of high-performance scale-out HPC storage
solutions. All such tests are illustrated with realistic examples based on actual workloads. The hardware choice
rationales and the benefits (both engineering and business) of various components are explained as well. SB122APH is a 1U 10-Bay NVMe storage server that supports dual Intel® Xeon® processors E5-2600 v3 and v4 product
family, together with Intel Non-volatile Memory Solution Group (NSG)’s NVMe SSDs, e.g. the DC P3700 family.
Since December, 2014, Zettar has been collaborating with US Department of Energy (DOE)’s SLAC National
Accelerator Laboratory, exploring and developing a scale-out high-performance data transfer solution (software +
transfer system reference design) to support the top projects hosted at SLAC, e.g. LCLS/LCLS-II. The latter will
receive $10 million over four years, is among 15 fully-funded application development proposals and seven
proposals selected for seed funding by the DOE's Exascale Computing Project (ECP). The data transfer rate for
LCLS-II is anticipates be in the range of 800Gbps – 1Tbps by the end of 2024.
Since storage performance is the most critical prerequisite for achieving high data transfer rate, Zettar has built-up a
strong expertise in designing and implementing scale-out all-flash high-performance HPC storage solutions,
especially with Intel NVMe SSDs coupled with a high-performance parallel file system, e.g. Lustre. In addition,
leveraging its system integration expertise, Zettar strives to use best-of-breed hardware for its project test bed. Since
early 2016, Zettar has been using AIC SB122A-PH 1U servers for a multi-100Gbps capable data transfer solution
test bed deployed at SLAC. Zettar Inc. (Zettar) is a National Science Foundation funded startup in Palo Alto,
California.

Goals
This white paper has the following goals:




To overview a simple and effective approach for optimizing a multi-bay NVMe storage server’s hardware
configuration
To point out some very rarely known subtleties in designing scale-out all flash HPC storage
To correlate product merits with business benefits (e.g. low CAPEX and OPEX; high ROI)

Hardware selection rationales
In late 2015, Zettar embarked on the hardware component selection for its third generation, multi-100+Gbps capable
data transfer test bed. Based on Zettar’s experience running data transfers in the neighborhood of 100Gbps, the test
bed design follows the co-design approach. Nevertheless, since high storage performance (in terms of both
throughput and IOPS) is the most critical aspect, Zettar found AIC’s SB122A-PH which employs the company’s
MAX I/O™ technology appealing. The technology utilizes full CPU-to-PCIe lane connectivity to each storage
device (zero oversubscription). For example, an AIC SB122A-PH server with 8 NVMe devices has 8 x 4 = 32 lanes
of Generation 3 PCIe connectivity directly to the CPU, yielding higher performance and energy saving from fewer
components - for the same performance. The server’s 1U form factor also facilitates scale-out at finer granularity 1U each time for rack space efficiency and easier management. Its clean inside also offers better serviceability. See
FIG. 1 below
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FIG. 1. A top-down view of the AIC SB122A-PH (top cover removed). Note the unusual tandem arrangement of the two CPUs

Furthermore, the server supports two internal SATA SSDs (e.g. Intel Solid State Drive Data Center S3520) for HPC
applications (e.g. meta data drive for Lustre and BeeGFS, a task that SATADOMs can't do). A PCIe 3.0 1x16 slot
makes adding a high-speed network adapter, e.g. an EDR (100Gbps) HCA straightforward as well.
Having decided on the base storage server brand and model, the next task is to fit it with the right components so as
to yield the desired storage performance for our main task – high-speed data transfers at 100Gbps and faster rates.
With the interconnect speed and type (an EDR HCA – a common choice for HPC storage services) already decided,
the remaining important three are (1) CPU family and model, (2) memory speed, and (3) NVMe model and capacity.
Based on the statistics compiled for the numerous tests emulating real workloads, we finalize our component choices
and system configuration.

Questions to ask during hardware selection
To design and configure a compact, cost-effective, energy-efficient, and high-performance HPC system is never an
easy task. It demands a lot of hardware and software expertise, plus actual experience. While deliberating on
Zettar’s hardware choices, we had the following questions:
1.
2.
3.

4.
5.
6.
7.

Can the low-cost, low power consuming Intel E5-2620v3 2.4Ghz/E5-2620v4 2.1GHz CPU be adequate for
the intended use case (a scale-out HPC storage tier for file-to-file data transfer at 100Gbps and faster)?
If the above doesn’t work out, what would be the entry CPU choice? Could it be Intel E5-2643v3
3.4Ghz/E5-2643v4 3.4Ghz ?
There are many multi-bay NVMe storage servers available in the market. The majority of them employ
PCIe switch, which means over-subscription of CPU’s PCIe lanes and implies lower performance per
NVMe SSD. AIC’s MAX I/O™ technology promises no over-subscription. Thus, we anticipated higher
storage throughput per drive. Can we verify this point in practice?
What are the observable advantages of Intel E5-2600v4 (Broadwell) CPU over E5-2600v3 (Haswell) CPUs
in practice?
Among the various DC P3700 capacities, which one is the baseline from the performance point of view?
What are the attainable storage throughput levels as seen using a real cluster - four clients over FDR
Infiniband with BeeGFS running on the two SB122A-PH servers?
How important it is to consider the NUMA node layout?

The answers to all the above will become evident once the test results presented in this paper have been reviewed.

An overview of the test methodology
For the level of data transfer performance that Zettar has been working on, the use of a cluster built using
commercial off the shelf (aka COTS) hardware servers and components is a proven way to optimize for cost/energy
consumption/space saving/performance at the same time. The approach has been widely used in the HPC space, so
applying it to multi-100Gbps+ data transfers should be again fruitful.
Nevertheless, testing a cluster of nodes is usually more demanding than testing a single server. How can we be as
simple as possible, yet remain effective? In our experience this comes down to two factors:
1.
2.

Testing tools
Automation

At Zettar, we have found the following software tools to be fruitful
1.

Testing tools: the flexible I/O tester fio and ansible, plus Zettar’s own scale-out, peer-to-peer data
transfer software, Zettar zx.
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2.

Automation: ansible playbooks, together with bash and Python scripting as appropriate.

Section notes


Linus Torvalds thinks fio is good, quoted "[G]et Jens' FIO code. It does things right ... Anything else is
suspect - forget about bonnie or other traditional tools."

In the photo below, the lower two AIC SB122A-PH 10-bay NVMe 1U servers were employed for our parametric
studies. The four SB122A-PH 1U servers from top to the bottom are named as fs00, fs01, fs10, and fs11.
The photo actually shows two nearly identically configured two four-node clusters. All servers run the latest CentOS
7.2. The functional diagram of a single cluster is shown next.

FIG. 2. A front view of the current Zettar multi-100Gbps+ data transfer test bed hosted in SLAC’s datacenter

Our approach is simple: given a component (e.g. a CPU of a certain family and model, a DDR4 DIMM of a certain
speed, and an NVMe SSD of a particular model and capacity), we look at its cost, power consumption, and
specification. Based on our past experience, we first make an educated guess whether it’s adequate for our use case
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or not. Then, we test it - numbers don’t lie. We know of our performance goal and we strongly favor application
performance consistency (based on statistics calculated from actual test results). The component that meets our
requirements with the best 5-year ROI is deemed as the choice. Other candidates are ruled out. All tests are
performed three times under the same conditions. The average, median, and standard deviation of the results of such
three runs are compiled and recorded. We carry out three kinds of tests:
1.

2.

3.

Inbox storage throughput tests – we use this type of tests to determine whether a CPU/memory
speed/NVMe SSD combination is adequate for our use case. Such tests are also used to evaluate the
effectiveness of AIC’s MAX I/O™ technology. With such tests, only the local file system (XFS) layered
on top of each NVMe SSD is used. We run multiple simultaneous fio sessions - one over the XFS
layered on top of each NVMe SSD.
Cluster storage throughput tests – we use the cluster shown in FIG. 3 below to run four simultaneous
fio test sessions (read and then write) – one on each cluster node. In addition to the local file systems,
this category employs a parallel file system (e.g. Lustre or BeeGFS). From the results we can further
determine the impact (e.g. overhead) of the employed parallel file system. For both 1 And 2, test data sets
consisting of a single 200GiB file are employed. The size 200GiB is twice the output file size limit of the
LCLS project’s data acquisition system.
Cluster application tests – both clusters shown in FIG. 2 are employed. All eight data transfer nodes (aka
DTNs) run Zettar zx. Both the local file systems and a parallel file system are employed. Actual transfers
of a test data set consisting of 102400 x 50MiB files (4.9TiB) are conducted. This is a telling test- a real
application using a realistic test data set are employed.

We followed the best practice of doing parametric studies – varying only a single variable at a time. Zettar has been
using multiple Intel DC P3700 NVMe SSDs in its cluster testbed since August 2014. In our capacity planning
experience, eight Intel DC P3700 U.2 1.6TB NVMe SSDs/cluster should be sufficient to get close to 100Gbps data
transfers on our test bed. Thus, with most of our tests, only four NVMe SSDs are installed in each SB122A-PH 1U
server. The NUMA layout of a server so configured is shown in FIG. 5.
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FIG. 3. A functional diagram of a Zettar multi-100Gbps+ data transfer test bed cluster

Note that having a comprehensive monitoring dashboard system is critical to gain insights about a HPC cluster’s
performance and issues. Clusters need tuning – an activity that demands insights, which in most cases are best
gained visually. Without a performance monitoring system to facilitate visual reviews, many tuning attempts are
“blindly” done – definitely not a fruitful and effective approach. We have been using since 2014 the following setup
+ Grafana as the dashboard fruitfully (we don't use the troublesome Django based Graphite-Web, although it’s
shown in FIG. 4).

FIG. 4 The architecture of a monitoring system based on collectd + graphite

Copyright © 2016 Zettar Inc. All rights reserved.
Contact info: Chin Fang, Zettar Inc. 650 Castro Street, Suite 120-470, Mountain View, CA 94041 Tel: +1 650 644-9722
Designated trademarks and brands are the property of their respective owners.

6

FIG. 5. The NUMA node layout of an AIC SB122A-PH with four Intel DC P3700 NVMe SSDs installed in the same
NUMA node as the EDR HCA

Next, we present two tables of selected numerical test results, with statistics. Please pay particular attention to the
standard deviation values of each test run.
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Inbox storage throughput read test results

TABLE 1. Various inbox read test results
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Inbox storage throughput write test results

TABLE 2. Various inbox write test results
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Grafana dashboard screenshots
Note: additional remarks from our review of many more test results may be provided below to selected figures.

FIG. 6. fs00 inbox read test throughput aggregated from the four installed NVMe SSDs. 2 x Intel E5-2620v3 2.4Ghz
CPUs, 1866Mhz memory speed, and 1.6TB DC P3700s. Both NUMA nodes are used by fio. The throughput level
varied from one run to the other. The large standard derivation values shown in TABLE 1 are now visually confirmed.

Reads





Once fio is tied to the same NUMA node 1 as the four NVMe SSDs, the read performance levels became
more consistent. When fio can use both NUMA nodes, the performance levels varied from run to run
visibly on the two servers: fs00 and fs01.
But, once the server is populated with more NVMe SSDs, confine an application to a specific NUMA node
would not be feasible under all circumstances.
As a result, we conclude that the combo 2 x Intel E5-2620v3 2.4Ghz CPUs + 8 x 1866Mhz 16GiB DIMMs
is not a good match to the AIC SB122A-PH for reads.

Writes


Once fio is tied to the same NUMA node 1 as the four NVMe SSDs, the write performance levels became
more consistent. When fio can use both NUMA nodes, the performance levels varied from run to run
visibly on the two servers and the performance levels are generally lower than these generated with fio tied
to NUMA node 1
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But, once the server is populated with more NVMe SSDs, confine an application to a specific NUMA node
would not always be practical.
As a result, we conclude that the combo 2 x Intel E5-2620v3 2.4Ghz CPUs + 8 x 1866Mhz 16GiB DIMMs
is not a good match to the AIC SB122A-PH for writes either.

FIG. 7. fs00 inbox read test throughput aggregated from the four installed NVMe SSDs. 2 x Intel E5-2643v3 3.4Ghz,
2133Mhz memory speed, and 1.6TB DC P3700s. Both NUMA nodes are used by fio. The throughput levels now vary
less, and are generally higher too.

Reads


With Intel E5-2643v3 3.4Ghz CPUs + 2133Mhz memory speed, actually using both NUMA nodes tend to
yield slightly higher read performance levels, which are relatively consistent too - no less consistent than
when fio is tied to the NUMA node 1, which all 4 NVMe SSDs are also tied to.

Writes


The same is true for writes as well, although to a less noticeable degree.
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FIG. 8. fs10 inbox read test throughput aggregated from the four installed NVMe SSDs. 2 x Intel E5-2643v4 3.4Ghz
CPUs, 2400Mhz memory speed, and 1.6TB DC P3700s. Both NUMA nodes are used by fio. The throughput levels
are now even more consistent.

Reads



Unlike with Intel E5-2643v3 3.4Ghz + 2133Mhz memory speed, tie fio to the NUMA node to which the
four NVMe SSDs are tied to actually improved the read throughput levels.
But whether the manual setting of affinity is used or not, the read throughput level consistency is good in
both cases - true for both servers.

Writes


The tendency with writes remains the same as for Haswell CPUs - using both NUMA nodes get slightly
higher throughput levels.
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FIG. 9. fs10 inbox read test throughput aggregated from the four installed NVMe SSDs. 2x Intel E5-2643v4 3.4Ghz
CPUs, 2400Mhz memory speed, and 2TB DC P3700s. Both NUMA nodes are used by fio. The throughput levels are
now not only more consistent, but also visibly higher too!

FIG. 10. fs10 inbox write test throughput aggregated from the four installed NVMe SSDs. 2x Intel E5-2643v4
3.4Ghz CPUs, 2400Mhz memory speed, and 2TB DC P3700s. Both NUMA nodes are used by fio. The same
comment for read tests applies here as well – visible improvements
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Let’s review some more inbox storage throughput test results when fs10 and fs11 are equipped with dual Intel
E5-2643v4 3.4Ghz CPUs, 2400Mhz memory speed, and fully populated with 10 x Intel DC P3700 U.2 2TB NVMe
SSDs.

FIG. 11. With each AIC SB122A-PH 1U server equipped with dual Intel E5-2643v4 3.4Ghz, 2400Mhz memory speed,
10 x Intel DC P3700 U.2 2TB NVMe SSDs, the aggregated read test throughputs scale up linearly.

FIG. 12. With each AIC SB122A-PH 1U server equipped with dual Intel E5-2643v4 3.4Ghz, 2400Mhz memory speed,
10 x Intel DC P3700 U.2 2TB NVMe SSDs, the aggregated read write throughputs also scale up linearly.
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Time to review cluster storage throughput test results. fs10 and fs11 are still equipped with dual Intel E5-2643v4
3.4Ghz CPUs, 2400Mhz memory speed, and fully populated with 10 x Intel DC P3700 U.2 2TB NVMe SSDs.

FIG. 13. With each AIC SB122A-PH 1U server equipped with dual Intel E5-2643v4 3.4Ghz CPUs, 2400Mhz memory speed, 10
x Intel DC P3700 U.2 2TB NVMe SSDs, for this test and workload, the aggregated read throughputs levels are about 80% of
that of the inbox counterparts. This is mainly due to the overheads of the two file systems (in this case, XFS and BeeGFS) and is
currently unavoidable with any file system choices
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FIG. 14. Same cluster configuration as in FIG. 13; for this test and workload, the aggregated write throughputs levels
are about 56% of that of the inbox counterparts. Same reason: overheads from the employed file systems, but far
higher for writes.

FIG. 15. The InfiniBand utilization dashboard during the read and write tests. It is obvious that network bandwidth is
not the bottleneck. The storage is - mainly the file system overheads

Finally, let’s take a look at a sample of the application test results.

FIG. 16. With the top two AIC SB122A-PH 1U servers equipped with dual Intel E5-2643v3 3.4Ghz CPUs, 2133Mhz
memory speed, and 4 x Intel DC P3700 U.2 1.6TB NVMe SSDs, the bottom two AIC SB122A-PH 1 U servers
equipped with dual Intel E5-2643v4 3.4Ghz CPUs, 2400Mhz memory speed, and 4 x Intel DC P3700 U.2 2TB NVMe
SSDs, the eight easily attained 100Gbps file-to-file data transfer rate with a test data set consisting of 102400 x 50MiB
files on the Zettar test bed

Conclusions and future
Now we are ready to provide answers to the seven questions that were posted earlier.
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Is E5-2620v3/v4 adequate for the job?
We only evaluated the E5-2620v3 2.4Ghz model - we didn’t have an E5-2620v4 2.1Ghz model which has two more
cores than its v3 counterpart. Based on the visible storage throughput variation and somewhat lower performance
levels, this model is not a good choice for powering multi-bay NVMe storage servers for HPC applications. The
main reason is that such servers often run highly concurrent distributed file systems such as Lustre and BeeGFS,
thus a consistent storage performance is very important. The lower cost ($417 vs $1552 for E5-2643v3/4) and
power consumption (TDP 85W vs TDP 135W for E5-2643v3/4) can be easily negated by reduced productivity.

What would be the entry CPU choice for the job?
Based on our test results, the still relatively inexpensive Intel E5-2643v3 3.4Ghz/E5-2643v4 3.4Ghz could be the
entry choice for powering multi-bay NVMe storage servers. Both v3 and v4 have identical suggested retail price.
But v4 is based on Intel’s 14nm technology, which dramatically reduced the energy consumption of the CPU even
under intense use – a significant benefit to lower OPEX. In a large data center setting, as employed at most HPC
installations, the E5-2643v4 3.4Ghz CPU is definitely worth a serious consideration. The following real time CPU
temperature profiles should provide visual evidence:

FIG. 17. During three consecutive runs using Zettar zx transferring 20480x50MiB files from one cluster to another,
the differences in CPU temperature over time are quite visible. fs00 and fs01 use Intel E5-2643v3 3.4Ghz CPUs.
fs10 and fs11 use Intel E5-2643v4 3.4Ghz CPUs. The fact that fs10 and fs11 were doing intense writing while
having lower CPU operational temperatures is quite remarkable

Does AIC’s Max-IO really work?
Our test results have confirmed that this is indeed the case.
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What are the observable advantages of E5-2600v4 over E5-2600v3?
Based on our test results, the following two are evident:
1.
2.

The significantly lower energy consumption, which readily translates into performance/$
Application performance consistency for improved productivity.

Given their identical suggested retail price, we recommend using the E5-2600 v4 family as soon as possible for
much higher ROI for CAPEX together with lower energy-bills and less server maintenance issues for lower OPEX.

What is the baseline DC P3700 capacity?
Referring to Section 2.2 Performance of the Intel® SSD DC P3700 Series Specifications, it should be evident that
the listed capacities are positively correlated with throughput and IOPS, especially for writes. In general, for HPC
applications, NVMe SSDs are employed to achieve performance goals, rather than capacity goals. For the level of
data transfer performance that Zettar has been after, based on our test results the 1.6TB capacity is the baseline. Any
entry with lower capacity would not offer enough write performance. With a slightly higher cost/unit (CAPEX) but
the highest write-performance in this family, the 2TB entry brings visibly higher and more consistent application
performance – this is valuable to productivity boost and lower long-term OPEX, which over a typical 5-year lifecycle should well offset the small initial higher CAPEX. The Intel DC P3700's ahead-of-the-pack write
performance is valuable to distributed data-intensive engineering and science applications, for which writes are
always where the bottlenecks are.

What are the attainable storage throughput levels as seen by client nodes in a
cluster?
Our test results indicate that this area depends greatly on the file system’s efficiency – especially that of the
employed distributed file system. File manipulation is a complicated area and this aspect will take time to improve.
Nevertheless, a high-performance NVMe storage platform based on AIC and Intel’s hardware should significantly
mitigate the currently prevalent high file system write overheads. We also recommend our readers the excellent
SNIA Webcast “Storage Performance Benchmarking: File Components” to gain a better understanding of this area.

How important it is to consider the NUMA node layout?
Our test results didn’t convince us that this is critical. The system defaults, other than minor tuning, such as the use
of tuned-adm network-latency profile, are sufficient. Nevertheless, it is still a good idea to review a
system’s NUMA node layout so that components can be placed judiciously (e.g. when we installed only four NVMe
SSDs, they were all intentionally put in NUMA node 1. See FIG. 5)
So far, the level of presentation of this paper stays at an overview level. The following should be fruitful topics to
cover in follow-on publications:






More details about test procedures for result reproducibility.
The use of Intel Enterprise Edition for Lustre Software (IEEL) as the parallel file system.
The pros and cons of RDMA over Converged Ethernet (RoCE) and OmniPath vs InfiniBand for HPC
storage services.
NVMe over Fabrics (aka NVMeoFA) as applied to this use case.
The use of tiered storage and hierarchy storage management (HSM) for this use case.
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